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Abstract

We study the dynamics of participation and health care consumption in the Affordable Care
Act’s health insurance marketplaces. In contrast to other health insurance settings, within-year
dropout is common: roughly 30% of enrollees exit coverage within nine months of sign-up. These
dropouts spend more on health care while covered than in the months before sign-up or after exit.
We model how dropout shapes equilibrium premiums and consumer welfare. Although dropout
generates a form of adverse selection, its theoretical welfare effect is ambiguous and depends
on the relative monthly spending of part-year versus full-year enrollees. We then estimate a
structural model to quantify how premiums and welfare respond to penalties for early dropout.
Overall welfare improves under such penalties: high-income consumers—who we estimate can
re-time their health spending more easily—remain enrolled longer, which lowers average costs
in the insured population and reduces equilibrium premiums. The most generous plans see the
largest premium reductions and the largest market-share gains. For the California marketplace,
our analysis implies a net welfare gain of $319 million per year, reflecting both higher enrollee
utility and lower public spending on premium subsidies and charity care for the uninsured.
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1 Introduction

Governments often subsidize social insurance to protect constituents against risks to their income

and health. Despite these protections, take-up falls well short of universal, re�ecting factors such

as stigma, limited information, and transaction costs (Currie, 2006).1 When coverage requires

premium payments, price constitutes an additional barrier to enrollment.

While academics and policymakers often focus on take-up, similar market-design issues arise on the

dropout margin. Under the one-sided commitment design typical of these programs, enrollees can

exit mid-year, saving premiums over the remaining months but forgoing risk protection. Mid-year

exit also imposes an externality on those who remain, and we show that its sign is theoretically

ambiguous. On the one hand, the option to drop coverage can intensify adverse selection and

moral hazard: when enrollment is �uid, consumers may sign up based on need and concentrate

their subsidized consumption into a brief window, driving up premiums for all�including those

most in need of full-year coverage. On the other, the option to exit may draw low-cost consumers

into the market. If relatively healthy consumers more often enter and then drop out early, paying

a fraction of the annual premium, dropout acts as a form of price discrimination between low- and

high-cost populations and can raise total welfare. The balance between these forces depends in part

on how the monthly spending of part-year enrollees compares with that of full-year enrollees.

We take up this question empirically in the context of government-subsidized individual health

insurance. The market for individual health plans expanded under the Patient Protection and

A�ordable Care Act (ACA), passed in March 2010. The ACA established marketplaces where

individual consumers could shop for coverage, and imposed regulations on both the design of

insurers' plans and their ability to reject applicants. In the early years of the marketplaces, the

number of U.S. residents covered by individual insurance rose from an average monthly enrollment

of 10.6 million in 2013 to 17.4 million in 2015 (The Kaiser Family Foundation, 2016).

In this setting, we pursue two research aims. First, we measure the extent of attrition and compare

the health spending of consumers who exit early with those who remain covered. We �nd substantial

dropout from individual insurance, with roughly 30% of enrollees exiting coverage within nine

months of sign-up. Households that exit early appear to concentrate more of their health spending

into the period of coverage than into the months before or after enrollment. Second, because early

exit imposes an externality on full-year enrollees, we develop a structural model linking dropout to

premiums and welfare.

A central empirical challenge in studying enrollee behavior before, during, and after coverage is that

it requires measuring household health spending under all insurance states, including periods of

1Currie (2006) reviews take-up across programs, which is approximately 75% for the Earned Income Tax Credit
(EITC) and as low as 6�14% for the State Children's Health Insurance Program (SCHIP). Also see Kleven and
Kopczuk (2011) and Bhargava and Manoli (2015).
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uninsurance. Even with access to all-payer claims data, one would miss spending while uninsured.2

We overcome this challenge by exploiting transaction-level bank account and credit card micro-data.

These data allow us to identify new enrollees via premiums paid directly to insurers, and to observe

enrollment at a granular level alongside measures of out-of-pocket health spending. A shortcoming,

relative to the administrative claims data more commonly used in health insurance research, is

that our health measures are less detailed. However, we observe household health consumption

consistently across spells that claims data would miss�including periods of uninsurance, job and

insurance transitions, and moves across states. We also directly observe granular measures of

income and household expenditures on non-health goods and services. These features allow us to

examine alternative explanations for dropout and spending re-timing, including liquidity shocks

and broader changes in card spending.

We focus our analysis on households in California, the state with the largest individual insurance

market. Drawing on both administrative data from California's state-based marketplace and our

bank transactions data, we show that attrition is common across all income groups, including

among newly enrolling households who receive government premium subsidies. Mid-year dropout

rates more than doubled following the ACA expansion. Turning to spending, we �nd a 25% increase

in health spending during coverage, on average, for the dropout population. Importantly, we do

not observe a similar spike-and-decline pattern for non-health spending or for recurring periodic

payments, such as utility bills or video streaming subscriptions.3 Finally, while we �nd dropout

and health spending to be strongly correlated with income shocks in the pre-ACA period, this

correlation weakens substantially after the ACA's implementation. Liquidity shocks, therefore, do

not fully explain the patterns of exit and health care consumption we observe, at least in our sample

period.

To analyze how dropout behavior a�ects consumer welfare, we develop a conceptual framework

in the spirit of Einav et al. (2010). Our key innovation is to introduce one-sided commitment by

allowing households to di�er in their ability to front-load health spending and subsequently exit

coverage. Even this relatively simple framework delivers a key insight about welfare. We begin with

a standard reading of the economics of dropout. In the absence of traditional adverse selection, the

presence of dropouts unambiguously lowers overall welfare. The intuition is straightforward: even

if dropouts and full-year enrollees have the same annual health care costs, a dropout household's

ability to concentrate spending into fewer months raises its per-month cost while insured. In a

competitive market where insurers set premiums annually, the presence of dropouts compels insurers

to raise equilibrium premiums to cover dropouts' higher average costs per month of enrollment. In

this equilibrium, too many households drop out and too few enroll for the full year.

2Periods of uninsurance appear common in the population we study. According to data from the Medical Ex-
penditure Panel Survey, the average household who enrolled in the individual market in 2014 lacked insurance for
almost six months in 2013.

3Since other monthly bills do not decrease at the same time, it does not appear that the consumer has changed
their means of payment but rather stopped paying for health insurance.
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When we enrich the model to include both dropout and traditional adverse selection, however, we

show that attrition need not harm welfare. In fact, in this richer setting, one-sided commitment

contracts can raise welfarefor all households. If the enrollees who would choose to drop coverage

mid-year have lower annual health care costs than full-year enrollees, allowing the option to exit can

improve market e�ciency. Without the option to exit mid-year, healthier dropouts might choose

not to enroll at all, as the annual premium may be too high relative to their expected health care

costs. The option to drop out thus provides a form of price discrimination that can attract these

low-cost households into the market, reducing the average monthly cost in the insurance pool.

Conversely, if dropouts excessively concentrate spending into a few months, their cost per month

of enrollment may exceed that of full-year enrollees, driving up average costs and reducing market

e�ciency.

Our framework thus links dropout rates to consumer welfare, but the direction of the welfare e�ect

from restricting dropout is ultimately an empirical question. In a two-type special case, we show

that one need only compare monthly spending for dropouts and non-dropouts: if dropouts spend

more per month covered, allowing attrition reduces welfare. To capture richer settings, we estimate

a dynamic structural model in which enrollees di�er both in (a) their ability to re-time expenditures

and (b) their underlying health states.

In our structural model, enrollees make health care consumption decisions across three periods

within a year. In the initial period, the household selects a plan based on its characteristics,

including premium, level of coverage, and factors such as brand reputation. In periods two and three

within the year, households experience utility taste shocks, which in�uence the bene�ts of staying

enrolled versus dropping out of health insurance. The household also faces dynamic considerations:

it can endogenously shift healthcare spending toward earlier months, depending on how easily it

can re-time health care, and it can choose to exit in periods two or three, saving premium costs

but losing coverage.

We estimate this dynamic model by combining household enrollment data from the Covered Cal-

ifornia marketplace with health transaction information from our bank data. We allow our key

parameters to di�er by household demographic bin, where each bin represents a mutually exclusive

combination of age, income, and household size. We �nd that younger and higher-income house-

holds are both more able to re-time their expenditures and more likely to drop coverage conditional

on initial sign-up. Interestingly, conditional on expected spending needs, households with a greater

ability to re-time tend to choose more comprehensive plans�with lower out-of-pocket costs�during

the months they are enrolled.

We use these parameter estimates to study policies that enforce commitment: if insurers could

penalize early dropout, would consumer welfare decline overall? We quantify changes in premiums

and welfare following the introduction of dropout penalties. We �nd that consumer welfare increases

by $38 per household under the optimal penalty. Some young and healthy households choose to
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remain uninsured under the new regime, as the penalties eliminate both the gains from re-timing

expenditures and any option value from early exit; others choose to remain enrolled for longer.

The resulting pool of insured households becomes more advantageously selected, reducing average

costs to the insurer. In a competitive insurance environment, we predict lower baseline premiums,

particularly for gold and platinum plans, which attract healthier enrollees than they do in the

status quo without penalties.

When we expand our welfare measure to include both consumer welfare and public spending, the

direction of the change in net social surplus depends on public contributions to the health care

costs of uninsured households. We show that the optimal dropout penalty rises with the level of

charity care. When the public covers 13% of uninsured spending or less, the optimal penalty is

$0, since encouraging participation does not generate o�setting savings in public spending. When

charity care exceeds48%, the optimal penalty equals the maximum value in our analysis�here,

the household's full premium cost for the benchmark plan in its region. Given that the literature

suggests an average public share of uninsured healthcare spending between65 and 80%, we impose

the maximal penalty in our counterfactual and compare outcomes against the no-penalty status

quo. Net social spending per household falls by$11 per month, as increased participation reduces

spending on uncompensated care and lowers overall subsidy costs. Despite greater enrollment of

subsidized consumers, premiums fall due to more favorable selection; healthier enrollees lower both

premiums and premium subsidies. Aggregating to the statewide level, and under the conservative

assumption that the public covers 65% of uninsured spending, we �nd that California gains $319

million from imposing the optimal dropout penalty.

Literature. Our characterization of consumers as multidimensional�with a given level of health

care need and a propensity to drop out�relates to past empirical work testing for sources of

informational asymmetries in health markets, including Finkelstein and McGarry (2006), Fang

et al. (2008), and Shepard (2022). In our setting, the share of the population that re-times health

care expenditures and subsequently drops coverage generates adverse selection. This mechanism

parallels Cabral (2017), who shows that re-timing of claims in the dental market can generate

adverse selection.

Our paper also contributes to a growing literature on participation, selection, and pricing in indi-

vidual insurance markets, including Hackmann et al. (2015), Ericson and Starc (2015), Finkelstein

et al. (2019b), and Handel et al. (2015). Speci�c to ACA reforms, Antwi et al. (2015) and Si-

mon et al. (2017) analyze changes in health behaviors exploiting variation induced by the ACA's

Medicaid expansion. Dafny et al. (2015), Dickstein et al. (2015), Kowalski (2014), Panhans (2019),

Saltzman (2019), and Tebaldi (2025) provide early evidence on the relationship between entry, pric-

ing, and adverse selection. Our contribution is to analyze the role of dropout behavior in shaping

pricing and welfare.
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More broadly, our analysis contributes to the literature on selection on moral hazard (Einav et al.,

2013) and dynamic contracting with one-sided commitment in insurance, including long-term con-

tract design (Hendel and Lizzeri (2003), Herring and Pauly (2006), Ghili et al. (2024), and Atal et al.

(2025)). Because adverse selection arises from enrollees' ability to exit mid-year, our results suggest

that optimal enforcement may involve front-loaded payments, as in long-term contracts.

The remainder of the paper proceeds as follows. Section 2 describes the individual insurance market

under the ACA and outlines our data and the algorithm we use to measure health spending. Section

3 documents the lack of enrollee commitment and the pattern of health spending around enrollment.

In Section 4, we present a conceptual model of how dropout a�ects equilibrium premiums and

welfare, then estimate a structural version in Section 5 using data on plan choices, dropout, and

health spending. Section 6 uses the structural estimates to quantify the e�ects of dropout penalties.

Section 7 concludes.

2 Data and setting

In our empirical analyses, we explore the welfare consequences of one-sided commitment in the

setting of the individual insurance market in California. Before moving to our analyses, we �rst

describe our setting and the nature of commitment in the market. We then describe the data we

assemble to address our key research questions.

2.1 Setting: Individual insurance

The individual insurance market serves households who do not receive coverage through an employer

or through public insurance programs. Prior to the passage of the A�ordable Care Act in 2010 and

its implementation in 2014, regulation of the market varied by state. In June 2012, for example,

California, along with 31 other states, had no rate restrictions on premiums in the individual

market. In 2012, only six states required insurers to issue individual insurance to any applicant

(The Kaiser Family Foundation, 2012). In e�ect, the ACA harmonized the rules across states.

Since 2014, insurers must issue plans to all consumers who apply during an annual open enrollment

period, without regard to a consumer's past illnesses or past attrition.4 The law also limits the

ability of insurers to set prices freely. Premiums can vary only according to four factors: (1) age; (2)

geographic rating area; (3) family composition; and (4) tobacco use. Insurers wishing to o�er plans

in the individual market must declare their interest in entering a particular geographic market and

detail speci�c plan options and monthly premiums before the plan year. Those premiums are then

�xed over the plan year.

4 Insurers must also allow individuals 60-day special enrollment periods for potential enrollees with a qualifying
life event. Such life events include losing health coverage, getting married, having a baby, or adopting a child. In our
empirical work, we consider enrollment decisions in the open enrollment period separately from those occurring after
qualifying life events.
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In the years of our main sample, the ACA also required uninsured households to purchase coverage

or face a tax penalty.5 To ensure plans were a�ordable to low-income households, the law provided

subsidies to cover premium and out-of-pocket costs, with the level of subsidy varying based on

a household's income and the speci�c plan they choose. We provide more details on the subsidy

design in Appendix Section A.4.

Finally, in our demand analysis, we bene�t from a particular market regulation that requires

plan o�erings to �t into standardized bins based on actuarial value (AV). Those bins include:

Bronze (60% AV), Silver (70% AV), Gold (80% AV), and Platinum (90% AV). 6 California imposes

several additional regulations on insurers beyond those required under the ACA. In particular,

when insurers choose to serve a geographic market in California, they must o�er at least one plan

of each metal type (Tebaldi, 2025). Furthermore, and in contrast to other state marketplaces, the

plan o�erings are uniform within a metal tier. That is, California dictates the exact co-payments,

deductibles, and out-of-pocket maximums for all plans in a given metal tier. Only the premiums

and the network of physicians and hospitals included in the plan's network may di�er by insurer.

We report these plan design features in Appendix Table A1 for the 2014 and 2015 enrollment

years.

2.2 Data

To study the prevalence of dropout and then model the consequences of early exit for market

outcomes, we need data that capture (a) insurance enrollment, including plan choices and the

decision to exit, and (b) household health spending before and after enrollment. We collect these

variables from two sources: administrative data from California's insurance marketplace and micro-

data on consumers' �nancial transactions. We describe each source in turn.

Data from the Covered California Marketplace. Our �rst data source is the o�cial enroll-

ment data from the Covered California Marketplace (CCM), obtained from the marketplace under

the California Public Records Act. The records we use for analysis cover households that purchased

private health insurance through the CCM from 2014 through 2019, totaling roughly 3.2 million

unique households over those years. We observe roughly 1.1 million households enrolling on average

each year, with 6.7 million total household-enrollment years.

We observe household-month level information on enrollment, plan choices, gross and net (of sub-

sidies) premium payments, and household demographics, including household size, the ages of

household members, income measures, and geographic market within California. Using the gross

and net premium amounts, we classify households as unsubsidized in a given year when their net

5The tax bill signed into law in December 2017 eliminated the tax penalty underlying the individual mandate as
of January 2019, but left other features of the law intact.

6Catastrophic plans with lower actuarial value could be o�ered to young adults under 30 (Patient Protection and
A�ordable Care Act, 2010).
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premium equals their gross premium. We report summary statistics on the key variables from this

dataset for the 2015 plan year in Panel A of Table 1.

Given dates of enrollment in the data, we construct variables capturing the month of sign-up,

month of dropout, and the duration of coverage. We de�ne the sign-up month as the month of

enrollment recorded in the administrative data and the dropout month as the month prior to the

recorded exit from coverage.7 To be counted as an enrollee, we require that a household makes at

least two premium payments.8 Finally, we use the month of enrollment to classify households into

�open� vs. �o�-cycle� enrollment periods during the plan year. For some later analyses, we focus

only on households who enroll during the open enrollment period, since this population is most

likely to be subject to the enrollment penalties we design.

Financial transactions data. Our �nancial transactions micro-data come from a company that

provides services to many banks, including �ve of the top ten U.S. banks. The company col-

lects transaction-level data from bank clients' accounts and any bank-issued credit cards. Unlike

consumer-facing platforms, which require active user opt-in, our data provider collects all bank

client data; selection into this dataset thus depends on a consumer's choice of �nancial institu-

tion.

We obtained a random sample of 9.2 million �active user� households in the United States.9 For

each household account, we observe line-item transaction data for the years 2012 through 2015. We

observe each transaction's date, amount, merchant name and address, as well as a text description.

We also have information about the broad category of the transaction (restaurants, utilities, and

so on), as labeled by the data vendor.

To match our enrollment data from Covered California, we narrow our focus in the bank data to

households in California. We identify the location of each household using the modal county of the

physical merchants with whom the household transacts. After excluding households with ambiguous

California residency and other data quality issues, we restrict attention to 799,851 �non-mover�

California households.10

These data have three bene�ts in our empirical analyses: we observe enrollment in individual health

insurance; we observe health spending before, during, and after coverage; and we observe income

and other types of spending over the same time period. We discuss each in turn.

7When enrollment occurs during the open enrollment period (typically November�December), we use dropout
records, plan details, and premium calculations to determine whether the enrollment applies to the current or sub-
sequent year. For enrollments linked to the subsequent year, we assign the following January as the sign-up month.
See Appendix A for further details on enrollment variable construction.

8CCM actuaries and sta� noted that mistaken enrollments or refunded enrollments might appear as one month
premium payments. To avoid this potential measurement issue and to be conservative in our de�nition of dropout,
we exclude households with only one observed premium payment from our sample.

9Our data provider de�nes an active user as a client with frequent transactions.
10 We exclude households that move to or from California during the sample period, but we allow moves within

California. In Appendix A, we describe how we assign households to counties and how we construct our sample.
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First, as in the CCM data, we can identify enrollment in individual health insurance. Unlike

households who obtain insurance through an employer, for example, where premium payments

would �ow through the employer's payroll, enrollees in individual insurance must pay premiums to

insurers. We isolate records for premium payments via debit and credit cards, and apply the same

de�nitions of sign-up and dropout as we do in the CCM data.11 These data do not include enrollees

who use physical checks or cash to pay their premiums. Further, they do not include households

that pay premiums through banks that are not in our data. Relative to the CCM data, these

limitations mean we do not see the universe of Covered California enrollees. However, unlike data

from the marketplace, in the bank data we observe enrollees who buy individual health insurance

outside of the marketplace, i.e., directly from insurance carriers or via brokers. O�-marketplace

enrollment is substantial: in the years 2014 through 2019, between 30 and 50% of all individual

insurance enrollment occurred outside the o�cial marketplace. The two sources of enrollment data

are thus complementary, and we will use both in our analyses.

A second key bene�t of the bank data is that we can construct measures of out-of-pocket health

spending before, during, and after enrollment in individual insurance. Speci�cally, we use a machine

learning algorithm that exploits the text description of each transaction to classify it as �health�,

�drug�, or �non-health�. 12 This categorization of out-of-pocket health and drug spending is surely

less precise than the patient costs one might observe in individual claims data; however, the bank

data o�ers at least one key advantage: Even if we were to obtain all-payer claims data from a

particular state, we would miss out-of-pocket spending completed during periods in which (a) the

household is uninsured or (b) when it obtains coverage under self-insured large group plans that

are not required to submit claims to all-payer datasets.13

A third strength of our bank data is that it allows us to, in a similar fashion, create measures of other

types of household spending, as well as household income, to better understand household behavior

and potential liquidity issues around periods of insurance participation. We de�ne �other spending�

as total spending minus health insurance premium payments, drug spending, and health spending.

From this broad spending category, we further break out speci�c periodic expenses, such as pay-

ments for auto insurance, utilities, and video streaming services.14 We calculate monthly post-tax

income by aggregating all deposits into the user's bank accounts and excluding transfers between

11 Helpfully, in the period of our data in California, subsidized enrollees in Covered California were required to
pay, at a minimum, a premium of $1 per member per month. As a consequence, even heavily subsidized households
will appear in our enrollment counts if they paid this monthly amount via a bank transaction.

12 For this procedure, we �rst create a training dataset. Our data provider created its own classi�cation of spending
categories; we use this classi�cation as a baseline and then construct our �nal training set by manually removing
transactions that do not �t our classi�cation needs. For the health spending category, for example, we eliminate
transactions that private health insurance is unlikely to cover, such as lifestyle activities including �tness, yoga, and
spas; insurance premiums that contain health-related words; and dental and vision transactions. We provide more
detail on the algorithm in Appendix B.

13 After the 2016 US Supreme Court ruling in Gobeille v. Liberty Mutual Insurance Co., self-funded or self-insured
employers no longer must adhere to a state's requirement to send insurance claims to their state's all-payer dataset.

14 Appendix Figure A1 illustrates the top 100 words identi�ed in each of the main spending categories.
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accounts, withdrawals from brokerage accounts, wire transfers, and loan disbursements. We then

use our income measure to impute each household's probability of Medicaid eligibility.15

Panel B of Table 1 summarizes our key spending variables. The median household in the insured

group has monthly income of$4; 759 and makes a total of 34 transactions per month. On average,

an insured household conducts 0.31 out-of-pocket health transactions per month, resulting in an

out-of-pocket spending of$23 on health care.

Appendix Figure A2 illustrates the distribution of households across California in our baseline sam-

ple. The distribution, driven by bank prevalence, di�ers from the population distribution observed

in American Community Survey. For example, our data contains an out-sized sample of house-

holds in the counties surrounding San Francisco. To adjust for this di�erence, we create weights

that scale up households in under-represented counties in our data and scale down households in

over-represented counties. We use these weights in all of our analyses.

Validation of Transactions Data. Because of the novelty of our transactions data, we validate

our key measures before conducting our analyses. Where available, we collect similar variables

observed in public data sources. We brie�y summarize these validation exercises here.

First, we calculate the market share of each insurer by year using (a) the plan premium payments we

observe in our transactions data and (b) the enrollment reported in both CCM data and federal data.

Our goal is to show that our use of debit and credit premium payments does not bias our analysis

toward speci�c insurers in California. However, we cannot simply compare the transactions-based

shares to the CCM data because the latter do not re�ect o�-marketplace enrollment. To make the

two sources comparable, we augment CCM data with total individual market enrollment for each

insurer in California in each year. Insurers must submit these enrollment counts by year to the

federal government to comply with rate review regulation. Appendix C describes the construction

of the market shares. Figure 1(a) shows that the transactions data closely match the administrative

data.

Second, we compare the household-level income distributions in our transactions data against Amer-

ican Community Survey (ACS) measures of household income in 2014. Figures 1(b) and 1(c) show

that the two income distributions generally match well; for example, the correlation between median

household income by county is 0.87 when comparing ACS16 and our transactions data.

Third, Figure 1(d) benchmarks average household expenditure in 2014 in the transactions data

against two other data sources, the Consumer Expenditure Survey (CEX) and the National Income

and Product Accounts (NIPA). Our mean expenditure level in the transactions data closely matches

15 See Appendix D for details about this imputation.
16 ACS (NHGIS) data accessed on November 12, 2024 athttp://doi.org/10.18128/D050.V19.0 . Geography level:

county; years: 2011 to 2015; Table: Household Income in the Past 12 Months (in 2015 In�ation-Adjusted Dollars).
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the NIPA average expenditure.17

Fourth, we compare our measure of out-of-pocket (OOP) health spending to the OOP health spend-

ing of individuals in the Medical Expenditure Panel Survey (MEPS). We focus on MEPS survey

respondents who report obtaining marketplace private health insurance coverage.18 Appendix Ta-

ble A2 compares summary statistics and the distribution of OOP health care costs in MEPS and

in our bank data. The mean OOP health spending appears similar in each year (Panel A), at

between$205and $210in 2012, rising to between$247and $276in 2015. Panel B shows that the

transactions data also match the quantiles of the MEPS spending distribution. We describe this

comparison in detail in Appendix E.

Fifth, we validate our measure of dropout in several ways, to address the concern that if a consumer

switches from paying her premiums on a card we observe in the data to a card we do not, we will

falsely interpret the switch as dropout. We take several steps to lessen this concern. To start, we

take the sample of households that is the least likely to su�er from this type of bias. We describe

this procedure in Appendix A; in brief, we drop households with inactive accounts, as they may

be more likely to bank elsewhere. To gauge the likelihood of payment account switches, we collect

data from the 2014 Survey of Consumer Payment Choice, housed at the Federal Reserve Bank of

Atlanta. The median consumer in the survey has only one checking account, one debit card, and

one credit card. In the lowest income groups (less than $20,000), the median consumer carries

only a debit card. Next, in Section 3.1, we directly validate the dropout rate in the bank data by

showing that dropout rate is similar in our administrative CCM data. Finally, in Section 3.2, we

explore how sign-up and dropout correlate with other types of card spending; this allows us to rule

out more directly that plan exit is an artifact of consumers' credit card usage.

In sum, the fact that our transactions-derived measures of insurer market share, income, overall

household spending, out-of-pocket health spending, and dropout match statistics in comparable

public surveys gives us con�dence in the reliability of our transaction classi�cation and our sampling

procedure.

3 Evidence on Commitment

This section establishes two key economic facts that emerge from these data: there is substantial

dropout, and patients' out-of-pocket health spending co-moves with dropout.

17 As noted in Attanasio and Pistaferri (2014), spending is generally under-reported in the CEX, whereas the
NIPA, which reports the aggregate amount as measured by GDP, is often more accurate.

18 While MEPS is helpful for validation, we cannot use it for our main analysis because of small sample concerns:
in 2014, for example, only 402 MEPS survey participants enrolled in individual insurance under the ACA nationwide.
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3.1 Fact 1: Substantial dropout

Figure 2(a) plots the distribution of dropout across months for households enrolling in coverage for

the �rst time during the 2014 open enrollment period. In both CCM and bank data, approximately

35% of enrollees drop out over the plan year, and exits occur at a relatively �at rate across the

months.

Figure 2(b) shows the same dropout behavior broken out by income level. We use the bank data

in this panel because of its �ner income measure. By January 2015, only 50�65% of 2014 open

enrollment enrollees maintain their coverage. While poorer enrollees drop out at slightly higher

rates, a similar pattern of exit emerges across all income groups, including households with annual

post-tax income between $100,000 and $200,000.

Figure 2(c) compares the six-month dropout share across the 2014 open enrollment period, the

pre-ACA period, and 2015 open enrollees. Dropout rates are roughly similar between 2014 and

2015, while both years show substantially higher dropout than in the pre-ACA period.

Taken together, the patterns in Figure 2 document widespread dropout from individual ACA plans.

The same patterns appear in two independent data sources�administrative records from CCM and

bank transactions data�corroborating the magnitude of dropout we report. 19

3.2 Fact 2: Higher health spending during periods of insurance coverage

Our second key empirical fact is that consumers who drop out appear to conduct more of their

annual health spending in the early months of the enrollment year. We illustrate this fact in

several ways. First, in Figure 3, we plot the overall relationship between the decision to exit and

the fraction of spending that a household conducts in the �rst four months of the year. In the 2015

plan year, holding income, region, and the identity of the household's insurer �xed, households who

drop coverage during these early months also carry out roughly 10% more of their health spending

in those months.

Next, we conduct an event study around the period of coverage for households that drop out before

the end of the plan year. Figure 4 (a) plots health spending over time, with all months of coverage

appearing in the period labeled zero to emphasize trends prior to sign-up and after dropout.20 We

conduct the event study separately in the pre- and post-ACA periods, as the regulatory framework

shifted sharply. Speci�cally, in the pre-ACA period, pre-existing conditions could preclude sign-

up; moreover, dropout could e�ectively remove the right to re-enroll. In contrast, after the ACA,

19 Appendix Figure A3 con�rms the patterns hold within a subsample of households we identify as unlikely to hold
an unlinked credit card, ruling out the possibility that observed exits re�ect shifts in card usage rather than genuine
coverage changes; the six-month dropout rate is statistically indistinguishable between this subsample and our main
sample.

20 In this analysis we restrict the sample to households that appear in the transactions data for at least 10 months
prior to sign-up and 10 months following dropout, and that have post-tax income less than $100,000. We top-code
all spending variables at the 99th percentile value within each income group.
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eligibility was independent of pre-existing conditions, and dropping out did not a�ect the right to

re-enroll.

In the post-ACA period, health spending increases at sign-up and decreases at dropout. This

pattern is unique to the post-ACA period�in the pre-ACA period, health spending remained high

after exit from individual coverage.21

Table 2 presents regression estimates from an event study speci�cation that allows for separate

e�ects from sign-up and dropout. The post-ACA pattern of increased health spending during the

period of coverage appears across income groups. For example, in the population with post-tax

income between$20; 000 and $40; 000 per year, the number of health transactions increased24:4%

upon sign-up and fell24:9% upon dropout. A similar pattern of changes, though sometimes without

statistical signi�cance, appears for both lower-income and higher-income households.

The fact that health spending is higher during the period of insurance coverage motivates us, in the

next section, to model the decision to drop out jointly with the decision of when to incur discre-

tionary health spending. Before introducing the model, however, we use the rich information in our

transactions data to assess potential alternative reasons underlying the empirical fact that health

spending is higher during the period of insurance coverage, including (a) job changes, proxied by

signi�cant income changes, (b) liquidity issues, proxied by shifts in overall spending, (c) behavioral

biases, proxied by changes in spending on periodic expenses, and (d) Medicaid eligibility.

Figure 4(b) displays the evolution of income around sign-up and dropout. In the pre-ACA period,

we see large percentage changes in income before and after the coverage period, which points to job

changes or a�ordability as drivers of participation decisions. After the ACA, in contrast, individual

market enrollees exhibit a substantially smaller jump in income in the two months prior to sign-up,

and no signi�cant decrease in income upon dropout. This distinct pattern suggests a smaller role

for a�ordability in insurance participation decisions after the implementation of the ACA.

Next, to examine the role of liquidity constraints, we plot the evolution of overall non-health

spending in Figure 4(c). Similar to the patterns observed for income, in the pre-ACA period we

observe sharp increases in non-health expenditure immediately before insurance enrollment and

sharp decreases upon dropout. After the ACA, however, the correlation is weaker: While spending

does increase by about 10% upon sign-up, there is there no drop in spending after dropout. This

suggests that liquidity constraints may have been a more important driver of participation decisions

in the period before the ACA took e�ect.

21 The distinct patterns in the two periods suggests that, prior to the ACA, individual coverage might have served
as a kind of �weigh station� between employment spells: households would purchase individual insurance after losing
access to employer-sponsored coverage. Expecting more generous bene�ts in later periods, the household may have
spent less on health care during the period of individual coverage relative to employer coverage. In contrast, after
the ACA, spending appears to increase during the individual coverage time. The generosity of coverage either before
sign-up or after dropout may have been lower.
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To shed light on the role of behavioral biases, such as forgetting to pay one's credit card or swapping

cards, we plot various periodic expenditure categories: video streaming services (Figure 4(d)),

utilities (Figure 4(e)), and auto insurance (Figure 4(f)). We see a similar pattern for expenditures

on periodic items, such as auto-insurance payments, utilities, and video streaming services. This

payment pattern suggests that both liquidity and behavioral biases, such as forgetting to pay bills for

periodic payments, play a smaller role in dropout after the ACA. In addition, the pattern of spending

on periodic expenses provides some evidence to support our measure of dropout. As described

earlier, one alternative interpretation of our dropout measure is that it re�ects households switching

recurring monthly charges to a bank card that we do not observe in our data. Under this mechanism,

we would expect the last premium payment to coincide with a fall in other recurring monthly

charges. In Figure 4, we do not see similar changes in other recurring charges around dropout,

suggesting that bank card switching may play a minor role in our measure of dropout.

Finally, we examine whether the attrition pattern we observe is consistent with households tran-

sitioning into Medicaid. While we observe household income, we also need household family size

and composition to determine Medicaid eligibility. To predict family size, we match our data to

U.S. Census demographic data by household income and county. We then construct a household's

probability of being Medicaid-eligible at the monthly level. Appendix D contains our imputation

procedure. While our family size prediction is imperfect, changes in this Medicaid eligibility mea-

sure over time are driven by changes in household income, which we observe precisely. Appendix

Figure A4 illustrates the dynamics of Medicaid eligibility around a household's observed sign-up

and dropout, both overall and separately by post-tax income bin. We see that a typical dropout

household has a probability of Medicaid eligibility around 20-30%, with an increase in eligibility

of around 2-4 percentage points in the month following dropout. The rate of increase is slightly

higher among the lowest income population, but still changes only modestly. Thus, switching to

Medicaid does not appear to be a substantial driver of the dropout behavior we observe.

Appendix Figure A5 shows the breakdown of these expenditure and income patterns separately

around entry into, and exit from, individual market enrollment. The �gure shows a pronounced

reduction in health spending upon dropout and illustrates that this drop is substantial compared

to the smoother evolution of income and other spending categories at the time of dropout.

4 Participation and Welfare

Two clear empirical facts emerge from these initial analyses. First, early dropout from individual

health insurance plans is substantial. Second, households that purchase insurance and later drop

out appear to consume more health care during the period of coverage than in the months prior

to sign-up or following dropout. But how does this dropout behavior a�ect the functioning of the

individual insurance market, and how does it a�ect welfare?
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To answer these questions, we begin with a simple conceptual framework, in the spirit of Einav

et al. (2010), that highlights the potential welfare consequences of dropout in an insurance market

with one-sided commitment. We show that when consumers can drop out and the market also

features traditional adverse selection, dropout need not harm welfare. The outcome is ambiguous

and depends on (a) the ease with which households can re-time expenditures and (b) the level of

health spending among households who drop coverage early or remain uninsured.

Given this theoretical ambiguity, we build a structural model to measure the welfare consequences

of dropout in our empirical setting. The model features both endogenous household exit from insur-

ance coverage and endogenous timing of health care consumption. Using the estimated parameters,

we predict how dropout rates and consumer welfare would change if regulators imposed penalties

for early dropout or banned it altogether.

4.1 Conceptual Framework

We consider a market in which a household chooses, at the beginning of the year, whether to enroll

in insurance or remain uninsured. When a household enrolls in coverage, the premium is �xed for

a year but paid in twelve monthly installments. Once a household enrolls in the plan, it chooses

each period, say a month, whether to continue paying for insurance for that period or to lapse and

lose coverage for the remaining months of the year.

We assume there are a �nite number of household �dropout� typesj 2 J , which indexes the ability

of households to re-time their healthcare consumption within the year. In particular, households

of type j can accomplish all of their required health spending within the �rst � j � 12 months of

the year. We let N j denote the mass of each type.

We normalize the utility from no insurance coverage to zero for all households. The utility from

insurance depends on (a) the value placed on coverage, which we denote� i for householdi ; (b) the

monthly premium, p; and (c) the ability to re-time health spending. The utility from coverage for

a householdi of type j is given by:

Uj;i = � i � � j p; (1)

where the idiosyncratic coverage valuations� i have distribution Gj (� ). Finally, we denote the

total expected health costs over the year for households of typej as cj . With this formulation,

our simple framework allows for both traditional adverse selection and for adverse selection from

the the ability to re-time consumption. Traditional adverse selection would arise, for example, if

cj > c j 0 and Gj (�) �rst-order stochastically dominates Gj 0(�) for somej; j 0 2 J .

Demand for insurance coverage is given by:

D(p) =
X

j 2J

N j [1 � Gj (� j p)] (2)
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Average costs per year, on an enrollee member-month basis, are given by:

AC (p) =

P
j 2J N j [1 � Gj (� j p)] cj

P
j 2J N j [1 � Gj (� j p)] � j

(3)

We assume competitive Bertrand pricing. That is, the equilibrium is determined by average cost

pricing p = AC (p), so that insurers make zero pro�ts.

Social surplus is given by:

S =
X

j 2J

N j

Z 1

� �
j

(� � cj )dGj (� ); (4)

where � �
j denotes the marginal enrollees of typej . Social surplus is maximized when� �

j = cj ; that

is, households whose willingness to pay exceeds their marginal cost will purchase insurance while

households whose willingness to pay lies below their marginal cost will not.

To simplify our discussion of equilibrium and welfare outcomes below, we consider a setting with

only two types of households. There is a massND of �dropout� households who can accomplish all

of their required health spending within the �rst � < 12 months of the year. There is a massNF

�full-year� type households who cannot re-time their consumption. That is, � F = 12.

4.1.1 Equilibrium without traditional adverse selection

To highlight the welfare consequences of dropout, we �rst consider a setting without traditional

adverse selection. Here,c = cD = cF . Without dropout or adverse selection, the competitive

equilibrium achieves the e�cient outcome. Since all households have the same expected costs, the

only monthly price at which insurers break even isp = c=12: Thus, average cost pricing coincides

with marginal cost pricing, maximizing social surplus.

If we start from this e�cient outcome and introduce dropout types, welfare unambiguously falls.

Intuitively, when a subset of the population is able to drop out early, its actions create a distinct form

of adverse selection. Because dropout types pay fewer monthly installments while concentrating

their spending c into the subset of months for which they pay, dropout types are e�ectively less

sensitive to the monthly premium. At high enough monthly premiums, only dropout types purchase

insurance. As premiums fall, some full-year types choose to purchase insurance as well. This

purchase behavior generates a kink in the demand curve. Further, as dropout types are costlier for

the insurer on a member-month basis, the average cost curve slopes down in the range where both

dropout types and full-year types purchase insurance.

The intersection of the demand and average cost curves determines the equilibrium premium.

Because dropout types are costlier than non-dropout types on a member-month basis, the monthly

premium in any equilibrium with dropouts always exceeds c=12, the monthly premium in the

absence of dropouts. Under the higher equilibrium monthly premium, there is under-insurance
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among non-dropouts. Because the non-dropouts e�ectively subsidize the premiums of the dropouts,

there is over-insurance among dropouts.

4.1.2 Equilibrium with traditional adverse selection

The outcome becomes less clear when we allow both traditional adverse selection and dropout.

Suppose, for example, that households who can re-time their consumption have lower annual ex-

penditures as well as lower willingness to pay for insurance than those who cannot. That is,

cD < c F and GF (�) has �rst-order stochastic dominance over GD (�). Then, we can show that

allowing dropout can increase social surplus relative to a dropout ban.

To understand this outcome, we consider a special case where�= 12 = cD =cF �that is, where

the fraction of the year that dropout types enroll is equal to the ratio of the costs between the

dropout and full-year populations. Here, a monthly premium of p = cF =12 is an equilibrium

outcome. Insurers will break even on the full-year types. On the dropout types, the insurer's

annual expenditures arecD and their annual revenues equal� � p = �= 12 � cF = cD , implying

that insurers also break even on these enrollees. Moreover, since the implied annual premium for

non-dropouts is cF and the implied annual premium for dropouts is cD , this choice of p achieves

the maximal social surplus. Households purchase insurance if and only if their willingness to pay

exceeds marginal cost.

In short, when traditional adverse selection is presentalong with re-timeability for some households,

dropout can be bene�cial: in e�ect, dropout allows for a form of price discrimination in which high-

cost enrollees pay higher prices than low-cost enrollees, all without insurers having to identify a

household's type at the time of enrollment. This price discrimination allows for greater provision

of insurance while still allowing insurers to break even.

In the special case considered above, dropout is so bene�cial that it overcomes the entire traditional

adverse selection problem. More generally, dropout often alleviates � but does not fully solve � the

traditional adverse selection problem. Intuitively, without the option to drop coverage mid-year,

dropout types might choose not enroll in insurance at all, as the annual premium may be too high

given their low level of health care needs. The option to drop out can encourage these low-cost

households to enroll, bringing down the average monthly cost in the insurance pool.

5 Structural Model

Whether dropout improves or harms welfare depends on two factors: how costly it is for house-

holds to re-time their healthcare spending into the months they are covered, and how the health

spending needs and willingness-to-pay of dropout households compare to those households who

maintain coverage throughout the year. The conceptual framework above shows that either welfare
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outcome is possible; we now develop a structural model to measure the welfare e�ect in an empirical

setting.

The model endogenizes three household decisions: the choice of insurance plan, the choice over

whether and when to drop coverage, and the choice of how to allocate healthcare spending over the

year. Because these decisions are interdependent�a household that anticipates dropping coverage

has an incentive to front-load its spending into the months it is insured�the model must solve

them jointly. Combining enrollment data from Covered California with spending patterns from

our bank data, we estimate the model parameters and use them to evaluate the welfare e�ects of

policies that discourage dropout.

5.1 Setup

We divide the calendar year into three periods, indexed byt = 1 ; 2; 3.22 Each period, a household

makes two decisions: an insurance enrollment decision and a healthcare consumption decision.

Healthcare consumption. Each householdi has an anticipated annual level of healthcare con-

sumption needsH i , which it takes as given at the start of the year. The household chooses how

to allocate this total across the three periods. We de�ne f it as the share of annual healthcare

consumed in periodt, so that
P

t f it = 1 . This allocation is the key new margin in our model: a

household that can costlessly re-time its spending will front-load consumption into covered months

and then drop coverage, while a household that �nds re-timing costly will spread consumption more

evenly and maintain coverage longer.

Insurance enrollment. In period 1, households participate in open enrollment and may choose

any o�ered plan j or remain uninsured. In subsequent periods, the only options are to continue

in the same plan or to drop coverage. Once a household drops out, it cannot re-enroll until the

following year. This one-sided commitment�insurers must honor coverage for the full year, but

households may exit at any time�is the institutional feature that creates the dropout margin.

Plan characteristics. Each plan j is characterized by three attributes. First, the co-insurance

rate, � ij , de�nes the fraction of healthcare spending borne by the household out of pocket; the

insurer covers the remaining(1 � � ij ) share. Second, the per-period premium,Pij , is the amount

the household pays during each period of enrollment and is �xed in a given year. Under insurance

regulations in California at the time of our data, subsidized premiums are subject to a �oor of $1

per member per month, so that even households receiving the maximum available subsidy face a

nominal premium.23 Third, a plan-speci�c utility bene�t, � ijt , captures the value of an insurance

22 In theory, this could be done at the monthly level with 12 periods, but this requires substantially more compu-
tational complexity with little added economic insight.

23 Speci�cally, we compute the subsidized premium as Pij = max f P agg
ij � Si ; P i g, where P agg

ij is the unsubsidized
plan premium for household i 's size and age pro�le, Si is the household's maximum subsidy, and P i equals $1 per
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plan beyond its �nancial coverage, including network quality, convenience of billing, and peace of

mind.

For the outside option of uninsurance,P0 = 0 , � 0t = 0 , and � 0 = 1 . Although our model is presented

under the assumption that households bear the full cost of expenditures outside the coverage period,

the framework readily accommodates alternative sources of coverage for uninsured patients. In

practice, uninsured households frequently receive charity care or have costs written o� as provider

bad debt, partially o�setting expenditures that the model would otherwise treat as entirely out-of-

pocket. This heterogeneity is absorbed through plan-, time-, and demographic-speci�c �xed e�ects,

� ijt . Because these �xed e�ects are normalized relative to the outside good,� i 0t , the inside-good

�xed e�ects can adjust downward to capture the implicit value of this coverage.

5.2 Household utility

For a given allocation of spendingf it and enrollment in plan j , the household's money-metric utility

in period t is:

Uijt = � ijt � Pij
| {z }

insurance bene�ts, net of premium

� � i H i

�
f it �

1
3

� 2

| {z }
cost of re-timing healthcare

� � ij H i f it
| {z }

out-of-pocket spending

+ � it � ijt
| {z }

taste shock

� uijt + � it � ijt :

We assume� ijt is drawn iid from a type-1 extreme value distribution across plans, households, and

periods. These represent unobserved, idiosyncratic factors in�uencing households each period in

their decisions to purchase health insurance.

Relative to the health insurance choice literature, the new feature in the household's utility func-

tion is the re-timing cost, � i H i (f it � 1=3)2, which penalizes deviations from spreading healthcare

consumption equally across all three periods. This term captures the idea that shifting medical

visits, procedures, or prescription re�lls to earlier months is not costless: it may require scheduling

appointments sooner than medically ideal, �lling prescriptions before they run out, or�for house-

holds facing liquidity constraints�paying large out-of-pocket sums in a compressed time window.

The parameter � i governs how costly re-timing is for a household. When� i is large, the household

strongly prefers spreading consumption evenly; when� i is small, the household can easily front-load

spending into covered months.24

The interaction between re-timing costs and the dropout margin is the central mechanism of the

model. A household with low � can concentrate its healthcare into period 1, drop coverage, and

avoid paying premiums in periods 2 and 3 while still consuming their needed health care in the

household member per month.
24 We model the cost of re-timing as a squared deviation from equal consumption. One advantage of this functional

form is that the �rst-order conditions for optimal spending, treating dropout probabilities as data, are piecewise linear.
The piecewise-linear form in turn yields closed-form solutions and thus facilitates estimation.
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covered period. A household with high� cannot easily re-time, so it maintains coverage to ensure

its later healthcare needs are also paid for in part by its insurance plan.

5.3 Value functions and optimal spending

We solve the model by backward induction. We describe the household's problem starting from

the terminal period and work backward to the initial enrollment decision. For ease of notation, we

suppress the household subscripti throughout.

Period 3: the dropout decision. The household enters period 3 having already consumed

sharesf 1 and f 2 of its annual healthcare, so the remaining sharef 3 = 1 � f 1 � f 2 must be consumed

in period 3 regardless of the insurance decision. The only choice is whether to maintain coverage

or drop out. If the household stays enrolled, the insurer covers a fraction(1 � � j ) of the remaining

spending. If it drops out, the household pays for all remaining healthcare itself but saves one

period's premium.

The value of staying enrolled isVj 3 = uj 3 + � 3� j 3; the value of dropping out is V03 = u03 + � 3� 03.

Given the extreme value distribution on � , the probability of dropping out in period 3, conditional

on being enrolled at the start of the period, takes the standard logit form. Letting � t � 1=� t denote

price sensitivity, the dropout probability  j 3 is:

 j 3 =
1

1 + exp

0

B
@� 3

2

6
4 (1 � � j )H (1 � f 1 � f 2)

| {z }
insurer's coverage of remaining spending

+ � j 3
|{z}

non-�nancial value of coverage

� Pj
|{z}

premium saved by dropping

3

7
5

1

C
A

:

(5)

The intuition is straightforward. A household with substantial remaining healthcare needs, (1 �

f 1 � f 2)H , and a generous plan (low� j ) faces a strong incentive to stay enrolled, as the insurer

would cover a large bill. Conversely, a household that has already consumed most of its healthcare

(high f 1 + f 2) has little left to gain and is therefore more likely to drop out to avoid paying the

premium.

Period 2: the dropout and spending decisions. In period 2, the household makes two

decisions: whether to maintain coverage and how much healthcare to consume.

If the household maintains coverage in planj , it retains the option to stay or drop in period 3. The

value of maintaining coverage is:

Vj 2 = max
f 22 [0;1� f 1 ]

uj 2 + � 3 log [exp (� 3u03) + exp ( � 3uj 3)]
| {z }

vj 2

+ � 2" j 2: (6)
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The log-sum term is the expected continuation value from period 3, re�ecting the option value of

being able to drop coverage later if the remaining healthcare needs turn out to be small.

If the household drops coverage in period 2, it saves premiums in periods 2 and 3 but must pay

for all remaining healthcare out of pocket. In this case, there is no longer any insurance bene�t

from shifting consumption across periods, so the household simply spreads its remaining healthcare

evenly: f 2 = f 3 = (1 � f 1)=2. The value of dropping is:

V02 = max
f 22 [0;1� f 1 ]

u02 + u03 + � 3�
| {z }

v02

+ � 2"02;

where � is the Euler-Mascheroni constant.25 The dropout probability in period 2,  j 2, again takes

the logit form:

 j 2 =
1

1 + exp ( � 2(vj 2 � v02))
: (7)

Optimal healthcare spending in period 2. For a household that maintains coverage, the

optimal allocation of spending between periods 2 and 3 balances two forces. Taking the �rst-order

condition of equation (6) with respect to f 2 and applying the envelope theorem yields:

� [2 (f 2 � 1=3) � 2 (1 � f 1 � f 2 � 1=3)]
| {z }

marginal cost of pulling spending forward

�  j 3 (1 � � j )
| {z }
marginal bene�t

;

with equality in the interior and subject to f 2 2 [0; 1 � f 1]. The left side is the marginal re-timing

cost of shifting a unit of healthcare from period 3 to period 2. The right side is the marginal bene�t:

with probability  j 3, the household drops out in period 3, in which case consuming healthcare in

period 2 while still insured saves(1� � j ) dollars per dollar of spending. That is, the household saves

money on healthcare spending at the expense of the insurer, whose coverage responsibility varies

with the actuarial value of the plan. A household that anticipates a high probability of dropping out

( j 3 large) will pull more spending forward into period 2 to take advantage of insurance coverage

while it lasts.

Period 1: plan choice and initial spending. In period 1, the household chooses which plan

to enroll in�including the option of remaining uninsured�and how much health care to consume.

The value of enrolling in plan j equals the period 1 �ow utility plus the continuation value from

25 The Euler-Mascheroni constant arises from the expected maximum of iid extreme value draws; it enters as the
expected value of the period 3 taste shock when all future utility is deterministic.
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the optimal dropout and spending decisions in periods 2 and 3:

Vj 1 = max
f 12 [0;1]

uj 1 + � 2 log [exp (� 2vj 2) + exp ( � 2v02)]
| {z }

vj 1

+ � 1" j 1: (8)

The log-sum term is the expected continuation value, which embeds both the option to drop out in

period 2 and the further option to drop in period 3. A plan with a high actuarial value generates

a large continuation value because it provides valuable coverage in future periods�but only if the

household stays enrolled.

The value of remaining uninsured is:

V01 = � � 3H + ( � 2 + � 3)�
| {z }

v01

+ � 1"01:

An uninsured household pays full cost for all healthcare and faces no re-timing incentive, so it

spreads spending equally:f 1 = f 2 = f 3 = 1=3.

Given the extreme value shocks, the probability of choosing planj ,  j 1, follows the standard

conditional logit form:

 j 1 =
exp (� 1vj 1)

exp (� 1v01) +
P

k exp (� 1vk1)
: (9)

Optimal healthcare spending in period 1. For a household that enrolls in planj , the optimal

period 1 spending balances the re-timing cost against the expected insurance savings from front-

loading care. Taking the �rst-order condition of equation (8) with respect to f 1 and applying the

envelope theorem for optimal dropout and period 2 spending choices yields:

 j 2

�
� �

�
2 (f 1 � 1=3) � 2

�
1 � f 1

2
� 1=3

��
+ 1 � � j

�

+ (1 �  j 2) f� � [2 (f 1 � 1=3) � 2 (1 � f 1 � f 2 � 1=3)] +  j 3 (1 � � j )g � 0;

with equality in the interior and subject to f 1 2 [0; 1]. The condition weights two scenarios by their

probabilities. With probability  j 2, the household drops out in period 2, so each dollar of spending

pulled into period 1 saves(1 � � j ) with certainty. With probability (1 �  j 2), the household stays

enrolled in period 2 but may still drop in period 3, so the marginal bene�t of front-loading is

 j 3(1 � � j )�the probability of future dropout times the actuarial value. Combining both terms,

the total marginal bene�t of front-loading is [ j 2 +(1 �  j 2) j 3](1 � � j ): the cumulative probability

of dropping out at some point, multiplied by the per-dollar insurance savings.
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5.4 Estimation

The model has three sets of parameters: the re-timing cost� , which governs how easily households

can shift spending across periods; the price sensitivity parameters� 1; � 2; � 3, which govern how

responsive enrollment and dropout decisions are to premiums in each time period; and the plan �xed

e�ects � ijt and required health spendH i , which capture plan-speci�c preferences and household-

speci�c healthcare needs.

We estimate these parameters in two steps, exploiting di�erent sources of variation in each step.

In the �rst step, we recover � from data on the timing of healthcare consumption, using our bank

transaction data. In the second step, conditional on�̂ , we recover the remaining parameters from

enrollment and dropout choices observed in the Covered California administrative data. We discuss

each step in turn.

5.4.1 Step 1: Estimating the re-timing cost�

The re-timing cost parameter � is identi�ed from data on when households consume healthcare

over the year. Intuitively, if � is small, households can easily front-load spending into early months,

so we should observe a disproportionate share of annual healthcare consumed in period 1. If� is

large, households spread spending more evenly.

The model delivers a mapping from the re-timing cost, dropout probabilities, and plan generosity to

the optimal share of spending in period 1. De�ne this mapping asf i 1 = F ( j ( i )2 ;  j ( i )3 ; � j ( i ) ; � d(i ) ),

where � j ( i ) is the co-insurance rate of the plan chosen by householdi ,  j ( i )t is the probability

that a household choosing planj drops out in period t, and d(i ) is the household's demographic

group.

The function F is de�ned by the system of �rst-order conditions derived above. Speci�cally, given

dropout probabilities ( j 2;  j 3) treated as data, the optimal spending allocation (f 1; f 2) jointly

solves two equations: the period 1 �rst-order condition, which equates the marginal re-timing cost

of front-loading spending to the expected insurance savings[ j 2 + (1 �  j 2) j 3](1 � � j ), and the

period 2 �rst-order condition, which equates the marginal re-timing cost of shifting spending from

period 3 to period 2 to the expected insurance savings j 3(1 � � j ). The remaining share is then

f 3 = 1 � f 1 � f 2. Because the re-timing cost is quadratic, these two �rst-order conditions are

piecewise linear in(f 1; f 2) and can be solved in closed form for each of three regimes: an interior

solution where spending is positive in all periods, a boundary solution wheref 3 = 0 (all spending

is concentrated in periods 1 and 2), and a corner solution wheref 2 = f 3 = 0 (all spending occurs

in period 1). Which regime applies depends on the magnitude of� relative to threshold values that

are functions of ( 2;  3; � ).

The function F has a clear comparative static: lower� implies higher f 1, as households �nd it

cheaper to concentrate spending early.
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Constructing dropout probabilities. To evaluate F , we need household-level expected

dropout probabilities ( i 2;  i 3) under each plan j . We observe only realized dropout�a binary

outcome for each household�not the underlying probability. Our approach to recovering these

probabilities follows the logic of conditional choice probability (CCP) estimation (Hotz and Miller,

1993): we project the observed binary dropout outcome onto state variables that the model identi�es

as determinants of the dropout decision. Speci�cally, we estimate logistic regressions of realized

dropout on premiums separately within each demographic group, controlling for plan, actuarial

value, and geographic region. The �tted values from these regressions provide smooth, household-

level estimates of the expected dropout probabilities, analogous to the �rst-stage nonparametric

CCP estimates in Hotz and Miller (1993). These estimated probabilities( ̂ i 2;  ̂ i 3) are then treated

as data in the subsequent estimation steps.

Matching predicted to observed spending. For each candidate value of� d, we compute the

model-predicted period 1 spending share for every household and aggregate to the carrier-region

level:
�f cr (� ) =

1
Ncr

X

i 2 (c;r )

F ( j ( i )2 ;  j ( i )3 ; � j ( i ) ; � d(i ) ):

In our bank transaction data, we directly observe the share of annual healthcare spending that

occurs in period 1 at the carrier-region level, which we denotef obs
cr . We estimate � by nonlinear

least squares, minimizing:
X

c;r
Ncr

�
�f cr (� ) � f obs

cr

� 2
;

where Ncr is the number of enrolled households in carrier-region(c; r). Weighting by enrollment

ensures that the estimates are not driven by small carrier-region cells where observed spending

shares are measured with greater noise.26

What identi�es � . The key identifying variation comes from cross-carrier, cross-region di�er-

ences in observed spending timing. Carriers that attract households with high dropout probabilities

and generous plans (low� ) should�if � is small�exhibit particularly front-loaded spending pat-

terns. The extent to which observed front-loading matches these model predictions pins down

� .

5.4.2 Step 2: Estimating price sensitivity, plan e�ects, and health spending

With �̂ in hand, we �rst solve the model's �rst-order conditions to construct predicted spending

shares(f i 1; f i 2; f i 3) for each household. We then estimate the remaining parameters�� t , � ijt , and

26 Computationally, the mapping from � to optimal period 1 spending f 1 exhibits kinks at the boundary conditions
where f 3 or f 2 hit zero. To ensure the objective function is smooth for gradient-based optimization, we approximate
the � 7! f 1 mapping using Chebyshev polynomials and apply Gaussian kernel smoothing over the kink points.
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H i �from the enrollment and dropout equations, proceeding backward from period 3 to period

1.

Parameterization. We allow price sensitivity to vary by demographic group and period: � it =

� d(i )t . We model required health spending and plan �xed e�ects as �exible quadratic functions of

household age, with group-speci�c coe�cients:

H i = Hd(i ) + Hd(i );age � agei + Hd(i );age2 � age2
i

� ijt = � d(i )jt + � d(i )jt;age � agei + � d(i )jt;age 2 � age2
i + � d(i )= uns;t;uns :

Age dependence is important because both healthcare needs and plan preferences change substan-

tially over the life cycle: older households tend to have higher spending needs and may value

provider networks di�erently than younger households. We also allow unsubsidized households

to have a di�erent preference for insurance beyond their premium sensitivity, here re�ected in

� d(i )= uns;t;uns .

Period 3: dropout regression. We estimate the period 3 dropout probability (equation 5)

directly using a logistic regression. We specify the net bene�t of maintaining coverage on the

right-hand side asX ij :

X ij = (1 � � ij )H i (1 � f i 1 � f i 2)
| {z }

insurer's remaining coverage

� Pij
|{z}

premium cost

;

We also include plan-level �xed e�ects, � 3j , as predictors in this logistic regression.

Identi�cation of price sensitivity. In demand estimation for health insurance choice, a stan-

dard endogeneity concern is that higher-quality plans charge higher premiums, so that premiums

are positively correlated with unobserved plan quality. In our setting, this concern is absorbed by

the plan-region �xed e�ects � 3j , which capture cross-plan di�erences in average premium levels.

The remaining within-plan premium variation arises solely due to household-level di�erences in age

and subsidy eligibility. We may nonetheless worry about endogeneity stemming from this within-

plan variation. Speci�cally, under the ACA, premiums increase mechanically with age according to

a �xed rating curve. Because healthcare spending also rises with age, households with higher costs

face higher premiums, generating a spurious positive correlation between premiums and unobserved

demand for coverage.

We address this endogeneity by exploiting the ACA's premium subsidy design as a source of exoge-

nous price variation. Under the ACA, households with income below 400% of the federal poverty

level receive an advance premium tax credit (APTC) that reduces their monthly premium. The

subsidy equals the di�erence between the benchmark premium�the cost of the second-cheapest
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silver plan in the household's rating area, scaled by the household's age-based rating factor�and

a required contribution that equals a �xed percentage of the household's income, where the per-

centage increases with income.27 The subsidy is applied uniformly across all plans: a household

choosing a more expensive gold plan receives the same dollar subsidy as one choosing a cheaper

bronze plan, paying the di�erence out of pocket.

Because the subsidy is an interaction of the local benchmark premium, the household's age-based

rating factor, and the household's income, it generates rich, idiosyncratic variation in e�ective

premiums across households enrolling in the same plan. Moreover, because the subsidy is a �xed

dollar amount applied uniformly across all plans, it shifts every plan's premium by the same amount.

Thus, the cross-plan price gap faced by a given household depends only on the di�erence in base

premiums scaled by the household's age rating factor, and does not depend on the household's

income or subsidy level.

A concrete example illustrates these sources of variation. Consider three single adults in the same

rating area, where the benchmark silver plan carries a base premium of $240 per month. Each

household considers three options: a silver plan (base premium $240/month), a bronze plan (base

premium $200/month), and the outside option of remaining uninsured at zero premium.

ˆ Household A: Age 35, income at 150% FPL. Rating factor 1.135; required contribution

$60/month. The subsidy equals $240� 1.135 � $60 = $212/month, leaving a silver pre-

mium of $272� $212 = $60/month and a bronze premium of $227� $212 = $15/month .

Silver-bronze gap: $45/month .

ˆ Household B: Age 35, income at 340% FPL. Same rating factor of 1.135, but the required

contribution of $300/month exceeds the age-adjusted benchmark of $272, so the subsidy is

zero . The silver premium is thus $272/month and the bronze premium is$227/month .

Silver-bronze gap: $45/month .

ˆ Household C: Age 55, income at 150% FPL. Rating factor 1.786; required contribution

$60/month. The subsidy equals $240� 1.786 � $60 = $369/month, leaving a silver pre-

mium of $429 � $369 = $60/month and a bronze premium of max($357� $369, $1) =

$1/month . Silver-bronze gap: $59/month .28

Together, these cases highlight three sources of identifying variation:

1. Within-plan, across-household variation. Households A and B are the same age but pay $60

versus $272 for the same silver plan�a nearly �vefold di�erence driven entirely by income-

based subsidies.

27 For example, in 2015, a household at 150% of the federal poverty level was required to contribute 4.02% of
income, while a household at 300% was required to contribute 9.56%. Households above 400% FPL received no
subsidy in that year. See Appendix A4 for the full schedule.

28 The bronze premium for Household C hits the ACA's $1 per member �oor, compressing the e�ective silver-bronze
gap below the unsubsidized di�erence of $71/month (= $40 � 1.786).
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2. Across-plan, within-household variation. Because the subsidy is a �xed dollar amount, it shifts

every insured plan's premium by the same amount, so the price gap between two insured plans

depends only on the di�erence in base premiums scaled by the age rating factor. Households

A and B therefore face the same $45/month silver-bronze gap (= $40� 1.135), whether the

subsidy is $212 or zero. The ACA's $1 per member premium �oor introduces an additional

source of variation: when the subsidy pushes a cheaper plan to the �oor, the e�ective gap

compresses. Household C's unsubsidized gap is $71/month (= $40� 1.786), but the bronze

premium is �oored at $1, yielding an e�ective gap of only $59.

3. Variation relative to the uninsured outside option. The outside option carries zero premium

and is una�ected by subsidies, so the subsidy shifts the price of every insured plan relative to

remaining uninsured. For Household A, bronze coverage costs just $15/month�barely more

than going without insurance. For Household B, even bronze costs $227/month, making the

uninsured option far more attractive. This variation in the price of coverage relative to the

outside option helps identify the extensive-margin enrollment decision.

To isolate this subsidy-driven variation, we adopt a control-function approach following Tebaldi

(2025). We �rst estimate an auxiliary regression of the premium on the household's subsidy level,

controlling for all variables that enter the utility function. We then include the residual from

this auxiliary regression as an additional regressor in the logit predicting dropout, alongside the

premium itself. The residual absorbs the component of premium variation that is correlated with

unobserved household health status. Conditional on this control, the coe�cient on the premium

is identi�ed from the three sources of variation described above: income-driven subsidy di�erences

that shift premiums within the same plan, the interaction of base premiums with age rating factors

that generates cross-plan price gaps, and the di�erential binding of the $1 premium �oor across

plans and households.

Period 2: dropout regression. To estimate the period 2 dropout equation, we use conditional

choice probability (CCP) logic to substitute out the period 3 continuation value. Speci�cally, from

the logit structure:

� 3 log(1 �  ij 3) = uij 3 � � 3 log[exp(� 3uij 3) + exp( � 3ui 03)];

This form allows us to express the continuation value as a known function of the estimated period

3 dropout probability. In doing so, we �nd the regression equation:

 ij 2 =
1

1 + exp( � d(i )2(H i (1 � f i 1)(1 � � ij ) � H i � ij 2 � X ij 2 � ~� ij 2))
; (10)
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where:

X ij 2 = 2Pij
| {z }

remaining premiums

+ � d(i )3 log(1 �  ij 3)
| {z }

period 3 continuation value

~� ij 2 = � ij 1 + � ij 2 � � d(i )3 �

� ij 2 = � d(i )

" 3X

t=1

(f it � 1=3)2

#

� � d(i )

"

(f i 1 � 1=3)2 + 2
�

1 � f i 1

2
� 1=3

� 2
#

:

The term � ij 2 captures the di�erence in re-timing penalties between maintaining and dropping

coverage. A household that has front-loaded spending (highf 1) has already incurred a large re-

timing penalty; its incremental penalty from maintaining coverage is smaller, making it more likely

to stay enrolled. We estimate this equation via a control-function logistic regression, applying

the same residual-based control function as in period 3: we regress the cost variableX ij 2 on the

household's subsidy level controlling for all utility-function covariates, and include the residual as

an additional regressor.

Period 1: plan choice. We again use CCP logic to substitute out the period 2 continuation

value, yielding a conditional logit:

 ij 1 =
exp(� i 1(~� ij 1 � H i (�̂ ij + � ij 1) � X ij 1))

exp(� � i 1H i ) +
P

j 02J exp(� i 1(~� ij 01 � H i (�̂ ij 0 + � ij 01) � X ij 01))
; (11)

where:

X ij 1 = 3Pij
| {z }

total annual premium

+ � i 2 log(1 �  ij 2) + � i 3 log(1 �  ij 3)
| {z }

continuation values from periods 2 and 3

�̂ ij = � ij � �� j

~� ij 1 = H i �� j + � ij 1 + � ij 2 + � ij 3 � (� i 2 + � i 3)�

� ij 1 = � i

" 3X

t=1

(f t � 1=3)2

#

:

Here �� j is the mean co-insurance rate of planj , and �̂ ij = � ij � �� j captures household-speci�c

deviations from the plan mean (driven by income-based CSR subsidies that lower co-insurance for

eligible households). The composite �xed e�ect ~� ij 1 absorbs all plan-speci�c, time-invariant utility

components. The re-timing penalty � ij 1 equals zero for an uninsured household, since without

coverage there is no incentive to deviate from equal consumption andf 1 = f 2 = f 3 = 1=3. We

estimate this equation using a control-function conditional logit, again including the residual from

an auxiliary regression ofX ij 1 on subsidies and utility-function covariates.
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5.4.3 Step 3: Estimating required health spend

The �nal component is to recover the level of required health spendHd for each demographic group.

Note that H enters the period 1 choice probability through the composite �xed e�ect ~� ij 1. To sep-

arate Hd from the plan �xed e�ects, we impose one additional structural assumption: plan-speci�c

preferences can be decomposed into a carrier-region component and a mean-zero residual:

� djt = � dr (j )t + � djt ;

where r (j ) denotes the carrier-region of planj . This assumption says that, within a demographic

group, the non-�nancial appeal of a plan depends primarily on its carrier and geographic market�

not on plan-speci�c characteristics beyond the carrier-region. Under this decomposition, the con-

stant term of ~� ij 1 satis�es:

~� dj 1 = Hd �� j +
3X

t=1

� dr (j )t + � djt : (12)

Thus we can recoverHd from a regression of the estimated plan �xed e�ects on the plan's mean co-

insurance rate �� j , controlling for carrier-region-period �xed e�ects. The coe�cient on �� j identi�es

Hd: plans with higher co-insurance rates are less attractive, and the magnitude of this e�ect reveals

the healthcare spending level at which the co-insurance rate matters. Intuitively, a plan that covers

only 60% of costs (� = 0 :4) versus one that covers 90% (� = 0 :1) matters more to a household

with $15,000 in annual healthcare needs than to one with $3,000.

5.5 Results

We report parameter estimates from each of the three estimation steps in Table 3.29 We �rst discuss

the re-timing cost parameter, � , by demographic groupz. To interpret its magnitude, we compare

it to the dollar cost of fully re-timing annual expenditure to the �rst four months of the plan year.

As we show in Appendix F.3, (2=3)� equals the dollar cost of re-timing spending to period 1 as a

share of total spending,H . Demographic groups with large values of� thus face high re-timing

costs relative to H , implying limited ability to shift the timing of their spending.

We �nd that higher-income households have lower� , indicating greater ability to front-load health

spending early in the plan year. By contrast, the � estimated for low-income households lies at

the upper boundary of our parameter space, suggesting these households face severe constraints

on re-timing. Among higher-income households, younger households�those headed by individuals

under age 40�appear best able to front-load their spending.

We interpret the �nding for lower-income households as evidence that liquidity constraints may

explain part of their reluctance to re-time spending. That younger households�both single-person

29 Standard errors for our structural parameters are computed via a strati�ed bootstrap procedure, which we
describe in Appendix F.4.
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households and multi-person households with spouses and/or dependents�can more easily re-time

spending is consistent with actuarial data showing these households su�er fewer chronic conditions

requiring regular o�ce visits.

Second, in Table 3, we report our period- and demographic-speci�c premium sensitivity parameters.

The patterns suggest greater sensitivity among the single-member households, although the pattern

across periods appears to vary by demographic group.

Finally, average annual health spending increases with age and family size. As we illustrate in

Figure 5, we predict the lowest spending among young, single households, while older households�

both single and with spouses or dependents�exhibit the largest annual spending. These patterns

are consistent with estimates from Dickstein et al. (2024), who �nd spending levels between $3,500

and $8,500 for single households and as high as $18,700 for the largest family sizes.

6 Policy Discussion

We can employ our empirical model of insurance participation to assess the welfare e�ects of

penalties targeting dropout. Via the theoretical framework of Section 4.1, we demonstrated that

in the presence of traditional adverse selection, the ability of some consumers to drop out could

bene�t total welfare by enabling a form of price discrimination; given the theoretical ambiguity,

we use estimates from our setting to predict the change in welfare were policymakers to discourage

dropout through penalties.

In our analysis, we ignore �mandate� penalties, which are assessed whenever a household fails to

sign up for insurance, say during an open-enrollment period. Instead, we analyze a �dropout�

penalty assessed when a household signs up for insurance but becomes uninsured before the full

plan term. Here, our model treats insurance exit as the decision to become uninsured.30

6.1 Equilibrium algorithm

We use our model of plan choice, along with our data and estimated parameters, to simulate an

equilibrium in which we add dropout penalties of di�erent levels. We treat insurers as if they operate

in a competitive market, setting base premiums for each plan equal to plan costs. Those costs

depend on the spending levels of households who choose to enroll in each plan in equilibrium. Here

we describe the dropout penalty design and provide a sketch of our equilibrium search algorithm;

We describe each step of the algorithm in detail in Appendix G.

30 If a consumer switches from individual insurance to a form of group insurance or public insurance, policymakers
could choose to eliminate the dropout penalty for that population. In our counterfactual, we assume all premature
exits generate penalty revenue for the government.
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The penalty. We set a household-speci�c penalty,mit , that is proportional to the benchmark

premium in the household's market. Speci�cally, we letmit = � P i; bench, wherePi; bench is household

i 's subsidized premium for the benchmark silver plan in its region and� 2 [0; 1] is the policy lever

we vary across counterfactuals. � = 0 re�ects the baseline scenario without a dropout penalty.

Pi; bench di�ers by household depending on income, household size, and the ages of household mem-

bers.

Households face the penalty only if they choose to enroll in coverage. Households who drop out at

the start of period 2 and period 3 pay a penalty equal to2mit and mit , respectively; households

who never enroll and those who enroll for all three periods pay no penalty.31 Indexing the penalty

to the subsidized benchmark ensures that the penalty scales with income. Here, low-income house-

holds whose subsidies cover most of the benchmark silver premium face proportionally smaller

penalties.

Equilibrium search. In the competitive equilibrium in our model, plan premiums equal enrollee

costs. However, at the observed baseline, premium revenue and insurer cost do not coincide for

each plan. We summarize this gap with a plan-speci�c additive wedge,

' j =
Cj � Rj

M j
;

where Cj is the insurer's total covered cost in plan j at the observed equilibrium, Rj is its total

premium revenue, andM j is a measure of enrollment equal to the sum of household member-months

of coverage, where we weight the sum by each household's rating factor.32 Values of ' j < 0 mean

that the plan j has an observed markup. Values of' j > 0 indicate that premium revenue alone

falls short of covered cost. We assume the plan breaks even only after government transfers. We

hold ' j �xed across counterfactual simulations, under the assumption that these external transfers

scale with the enrollment in each plan.

After �xing ' j , our equilibrium price search process proceeds as follows. First, we add the penalty

mit to the household's period-speci�c value functions, as described in Section 5.3. Given a candidate

vector of base premiums, households choose (a) the fraction of annual spending to consume in each

period, (f 1; f 2; 1� f 1� f 2); (b) when to drop coverage, if ever; and (c) their preferred plan, where one

�plan� option is the choice to be uninsured. Second, given these enrollment choices, we compute

31 Concretely, we add m it to V30 and 2m it to V20 , while leaving V10 unchanged. Unlike a mandate penalty, the
dropout penalty is conditional on initial enrollment.

32 The premium payment for a household equals the underlying base premium the carrier sets for the plan multiplied
by the household's rating factor. An individual's rating factor depends on age; the household rating factor sums the
individual rating factor across all household members. For households with more than three dependents under age
18, the ACA's rules exclude the youngest dependents' rating factors from the sum beyond the �rst three dependents.
After 2017, when the federal government stopped paying insurers for cost-sharing subsidies, we calculate the insurer's
cost using the household-speci�c subsidized actuarial value � ij for CSR-eligible silver enrollees rather than the baseline
� base

j .
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the new base premium for each plan. To do so, we set the base premium equal to the average

insurer cost per weighted member-month� where again we weight by a household's rating factor�

less' j .

Third, we adjust each household's premium subsidy to re�ect changes in the benchmark silver

premium relative to baseline, which a�ects the dropout penalty mit . We assume collected penalties

are rebated to enrollees. While these penalty dollars could in principle be rebated universally�

functioning as general government transfers�we restrict rebates to market participants. In this

way, our penalty revenue subsidizes premiums and mitigates the externality of disenrollment by

counteracting its upward pressure on enrollee premiums. Enrollees receive these penalty rebates in

proportion to their household size and the number of periods they enrolled in coverage.

Finally, we iterate between computing premiums and determining household choices until we con-

verge to a stable baseline premium. We repeat this equilibrium search for each proposed penalty

level, � . For our policy analysis at each � , we compute the level of consumer surplus, average

plan premiums by metal tier, the share of consumers who choose to be uninsured, dropout rates

by plan type and demographic, and net government spending. When we do so, we also �x (by

assumption) the level of charity care paid out for uninsured health spending; this level of charity

care may a�ect the optimal policy if dropout penalties induce changes in the number of uninsured

in the population. We compare alternative penalty levels with the � = 0 baseline, which mimics

the status quo in which regulators do not charge a penalty for dropout.

6.2 Market outcomes under alternative penalties

We examine equilibrium outcomes across a range of hypothetical dropout penalties while specifying

several regulatory features. First, we collect dropout penalties only from high-income households

who exit early, which we justify by our prior estimates of households' ability to re-time expenditures.

Although dropout occurs across income bins, our analysis shows high-income households can more

easily shift expenditures across plan years than low-income households; the latter appear to exit for

idiosyncratic reasons unrelated to re-timing incentives. Penalizing low-income populations would

therefore generate minimal behavioral change.

Second, we design the penalty to be revenue-neutral. To do so, we rebate penalty revenue collected

to all enrollees as a per-person premium reduction, independent of that person's rating factor.33

Finally third, we assume insurers set premiums for plans in each metal tier in a world in which the

insurer itself is responsible for paying for the cost-sharing subsidies low-income households receive

33 One caveat to this rebate allocation is that California's regulations during our sample period set a �oor for
subsidized premiums at $1 per household member per month. We keep this �oor in the rebate design by setting the
level of the uniform rebate using a bisection method nested inside the equilibrium loop. The rebate equals the largest
value such that, after setting a lower bound for rebates at the premium �oor, total rebates paid out exactly equal
total penalty revenue collected.
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when purchasing silver-tier plans.34

Changes to dropout rates. Figure 6 presents average dropout rates by demographic group

under di�erent penalty levels � . The �rst row (panels a�d) shows how dropout rates change for high-

income households. Across all ages and household sizes, dropout rates decline meaningfully for every

plan type as penalties increase. The largest decline occurs among younger multi-person high-income

households, which our estimates suggest have the most �exibility to re-time expenditures.

Notably, low-income households also reduce their dropout rate as penalties rise, even though they

do not face penalties directly�in our regulatory design, the penalty applies only to high-income

households. This response arises because penalties alter equilibrium premiums by changing the

average monthly costs of the enrollees who remain in the marketplace. The penalties thereby reduce

the external cost that dropouts impose on low-income households through equilibrium premiums,

as we show below.

Changes in average costs and premiums. By reducing the incentive for dropout in the

population of enrollees, we �nd the enrolled population now has lower per-period spending while

covered. In e�ect, the population that formerly manipulated their spending and exited early now

enroll for longer periods, transforming themselves into types that have lower per-period spending.

We show in Figure 7a that the cost per enrollee, adjusting for age via the regulated rating factor,

decreases on average as dropout penalties rise.

Given our competitive premium-setting environment, the lower costs per enrollee translate into

lower premiums for most plans. We see the largest decrease in premiums in the gold and platinum

plans, where there is a concurrent decrease in costs due to adverse selection. In these plan types,

the higher actuarial value formerly attracted both high-cost households and household types that

we estimate could re-time expenditures more easily and exit coverage. The penalty design reduces

the adverse selection due to coverage exit, and thus lowers costs and premiums.

Figure 7b shows that the per rating factor annual base premiums for bronze plans drop by around

$150 while those for gold and platinum plans drop by more than 300$ under� = 1 .35 In panel

(C) of Table 4, we report changes in premiums that account for the premium subsidy and penalty

rebate that enrollees receive, providing a more direct estimate of realized consumer savings. For

a 38-year-old, we observe a$545 and $576 decrease in premiums for gold and platinum plans,

34 Before October 2017, the federal government reimbursed insurers for the cost-sharing reductions they provided
to low-income enrollees in silver plans. Since October 2017, when the government discontinued those reimbursements,
insurers have priced silver plans as if they bear the cost of the additional actuarial value themselves. We run our
main counterfactual in this post-2017 regime because it re�ects the contemporary policy environment.

35 In Figure 7b, silver plan premiums increase with the penalty level, a pattern that diverges from other metal
tiers due to cost-sharing subsidies. As premiums fall in other tiers, unsubsidized higher-income enrollees shift away,
while silver plan enrollment concentrates among lower-income bene�ciaries with cost-sharing subsidies. For these
subsidized enrollees, silver plans o�er actuarial values comparable to gold and platinum plans. Insurers therefore
raise silver premiums to compensate for the enhanced coverage they must provide to this subsidized population.
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respectively, when moving from the no penalty status quo to a penalty level equal to the cost of

the benchmark silver plan.

Changes to market participation. Because gold and platinum base premiums fall, their mar-

ket shares grow with � for every demographic group we track. By revealed preference, we see

high-income households that face the penalty and low-income households that do not both in-

crease their chosen share of gold and platinum plans. Figure 8 illustrates this pattern. Without

dropout penalties at � = 0 , many households prefer to enroll in cheaper plans or forgo coverage.

As � disciplines dropout behavior, the more generous plans see lower premiums in response to

a longer-duration pool and thus become much better choices. The penalty in e�ect reduces the

adverse selection problem due to dropout, and increases the viability of the more generous metal

tiers.

Aggregate enrollment changes heterogeneously across demographics. For the low-income popula-

tion, both young and old age groups and both single and multi-person households see greater ex-

tensive margin participation in insurance. This growth in coverage occurs despite the penalty being

enforced directly only on high-income populations; the change in equilibrium premiums induced

by the penalty a�ects low-income enrollment behavior. Among high-income groups, participation

in the market increases among both old and young multi-person households with higher penalties.

We see lower participation on the extensive margin among young, higher-income, multi-person

households. We estimate this population is most capable of re-timing, and in response to dropout

penalties, a greater share chooses to exit coverage.

6.3 Choosing the optimal penalty

Our counterfactual analysis shows that enrollment behavior responds to dropout penalties that

scale with the benchmark premium in the marketplace. We now quantify the resulting changes in

net welfare, de�ned as the change in aggregate utility (expressed in dollar terms) minus the change

in social spending associated with health insurance enrollment. Using this framework, we identify

the penalty factor � that maximizes net welfare.

Characterizing the optimal penalty requires �rst de�ning the relevant measure of social spending.

Figure 9 illustrates how the optimal penalty varies with society's share of spending on care for unin-

sured households. Speci�cally, we report the penalty level that maximizes social surplus, de�ned as

aggregate consumer surplus net of social spending on both premium subsidies and uncompensated

care for the uninsured. We measure social spending on uninsured households as total healthcare ex-

penditures minus out-of-pocket payments by uninsured consumers. Thus, social spending includes

both direct government expenditures on uncompensated care and costs absorbed by hospitals and

other third parties. Along the x-axis, we vary society's share of uninsured healthcare spending from

0% to 100%.
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The optimal penalty depends strongly on the assumed social spending share. When society bears

less than approximately 13% of uninsured healthcare costs, the optimal dropout penalty is$0. In

this case, increased enrollment induced by the penalty does not generate su�cient reductions in

uncompensated care to o�set the additional subsidy spending. As society's share rises above 13%,

the optimal penalty increases monotonically until the social spending share reaches 49%. Beyond

this threshold, the optimal penalty equals 100% of the household's benchmark premium, the largest

penalty considered in our analysis.

To calibrate the relevant level of social spending, we draw on estimates from the existing literature.

Coughlin et al. (2014) estimate that uninsured individuals generated approximately$121billion in

medical spending in 2013. Of this amount, roughly$25:8 billion (21%) was paid out of pocket, while

approximately $84:9 billion (70%) constituted uncompensated care. Similarly, Hadley et al. (2008)

estimate that uninsured households paid approximately$30 billion out of pocket and received

roughly $56 billion in uncompensated care, implying that society �nanced approximately 65%

of uninsured medical costs. Finally, Finkelstein et al. (2019b) report that uninsured individuals

pay only 20�35% of their healthcare costs directly, with the remaining 65�80% �nanced through

uncompensated care, provider cross-subsidization, third parties, and government programs.

We adopt the conservative end of this range and assume that society bears 65% of uninsured health-

care costs. Under this assumption, the optimal dropout penalty equals 100% of the household's

benchmark premium.

Table 4 reports outcomes under two benchmark policies: (a) no penalty and (b) a penalty equal

to 100% of the household's benchmark premium, which we refer to as a �dropout ban.�36 As

discussed above, these policies are optimal when the social spending share is below 13% and above

49%, respectively. Examining both cases therefore provides bounds on the welfare e�ects of dropout

penalties.

Our main results appear in Panels (D), (E), and (F) of Table 4. Relative to a baseline with

no penalty, imposing the maximal penalty increases average household consumer welfare by$38.

These welfare e�ects incorporate gains and losses across all households in the individual insurance

market�including both on- and o�-marketplace enrollees�as well as uninsured households. Wel-

fare rises because the dropout penalty increases insurance participation, particularly among subsi-

dized consumers. Premiums also decline as healthier households enter the risk pool and households

can no longer manipulate enrollment timing as e�ectively.

The e�ect on social spending depends on the share of uninsured healthcare costs borne by society.

If society bears none of these costs, a dropout penalty equal to the benchmark premium increases

social spending because higher enrollment raises premium subsidy expenditures by approximately

36 Under a 100% premium penalty, households e�ectively face a choice between purchasing coverage or paying an
equivalent amount without receiving insurance bene�ts.
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$34per household on average. In contrast, when society �nances 65% of uninsured healthcare costs,

increased insurance participation reduces overall social spending. Although the policy increases

spending on premium subsidies, these costs are more than o�set by reductions in uncompensated

care. Under the dropout ban, we estimate average savings of$11 per household in the individual

market.

Finally, combining changes in consumer welfare with changes in social spending yields the overall

net welfare e�ect. In Panel (F) of Table 4, we aggregate welfare changes using household counts

from all California regions derived from the American Community Survey, thereby scaling our

estimates to represent the full California market. If society bears none of the costs of uninsured

healthcare, a penalty equal to the benchmark premium reduces welfare by approximately$307

million because of increased subsidy expenditures. By contrast, if society bears 65% of uninsured

healthcare costs, the dropout ban generates welfare gains of approximately$319 million. These

gains arise primarily from reductions in the uninsured population and the associated decline in

uncompensated care spending.

Overall, the optimal penalty depends critically on society's contribution to uninsured healthcare

costs. For levels of social spending commonly reported in the literature, our estimates imply that a

dropout penalty equal to the benchmark premium would both reduce social spending and increase

total welfare in California's individual insurance market. These estimates capture only short-run

e�ects; the long-run gains may be even larger if increased insurance participation improves health

outcomes and reduces preventable illness.

6.4 Heterogeneous consumer welfare e�ects

Although we �nd average welfare gains for both market participants and the government under the

optimal penalty, these gains may be unevenly distributed across demographic groups. We therefore

examine the heterogeneity of welfare e�ects across households.

Appendix Figure A7 presents the distribution of household-level welfare e�ects. Although the

average welfare gain is$38, the distribution exhibits a long tail, with both substantial winners and

losers.

Figure 10 further decomposes welfare e�ects by demographic group under a 100% penalty, which is

the optimal level when the social spending rate on uninsured care exceeds 49%. Low-income groups

experience the largest welfare gains, particularly multi-person households with older members.

These households also tend to have the highest expected health expenditures. In contrast, younger,

high-income single households experience welfare losses under the penalty design. Prior to the

policy change, these households engaged most actively in re-timing behavior, which bene�ted them

individually but generated negative externalities for others through higher premiums.

Figure 11 provides additional detail on these patterns. The �gure plots expected health spending
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on the x-axis and changes in utility on the y-axis, with separate panels for low- and high-income

populations. Across all levels of health spending, low-income households experience substantially

larger welfare gains. Within income groups, welfare gains increase with expected health spending,

as indicated by the positive slope relating health expenditures to utility changes. This relationship

is stronger among low-income households.

7 Conclusion

A central challenge in social insurance design is ensuring not only that programs reach their intended

bene�ciaries but that those bene�ciaries remain enrolled long enough to bene�t. While both the

academic literature and policy responses have focused on take-up, we contribute a new analysis of

dropout from social insurance. Attrition is an important feature of insurance programs that require

bene�ciaries to pay a recurrent premium, distinguishing such programs from employer-sponsored

coverage and fully subsidized public insurance.

In the context of the ACA-established marketplaces for individual health insurance, we document

that attrition is widespread among new enrollees�even among the poorest households, who receive

government premium subsidies. In the 2014 and 2015 open enrollment years, roughly a third of all

new enrollees in California dropped out within nine months of sign-up. Households who drop out

appear to spend more on health care during their months of coverage than in the period before

enrollment or after dropout.

Such attrition can have fundamental e�ects on market outcomes for both households who exit early

and households who remain enrolled. Our conceptual framework shows that one-sided commitment

contracts can improve welfare when dropouts are relatively healthy, but the overall theoretical e�ect

of dropout is ambiguous. To resolve this ambiguity, we develop and estimate a structural model of

household plan choice that features both endogenous re-timing of health spending and endogenous

dropout. We use the estimated model to predict counterfactual market outcomes were policymakers

to institute a range of penalties on early exit. Consumer surplus rises as penalties curb dropout.

Overall social surplus, however, depends on the share of uninsured health care costs borne by the

public. If society bears 65% of those costs�a lower bound of estimates in the literature�a dropout

ban generates welfare gains of approximately$319 million for California, largely from reductions

in the rate of uninsurance. These gains �ow disproportionately to low-income households and to

households with greater health spending needs.

The optimal dropout penalty will di�er in settings outside California, depending on the correlation

between health spending and dropout, the rate of uninsurance, and the degree of adverse selection in

the market. We emphasize, however, that dropout penalties can be an e�ective tool for addressing

the externalities that arise under one-sided commitment in insurance markets.
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Figure 1 : Transactions Data vs. Public Data

(a) Market Shares (b) Individual-level Income

(c) County-level Median Income (d) Annual Expenditure

Notes: This �gure benchmarks bank transaction data against public data sources. Panel (a) compares
market shares of individuals by insurance carrier between the Covered California marketplace (CCM) data
and the transactions data in 2014. To make the CCM data comparable, we construct weights to scale up
all unsubsidized individuals in the CCM data (See Appendix C). Panel (b) compares the household-level
income distribution in our data to ACS data for the same time period. Panel (c) regresses the log of 2013
median post-tax household income from our data against the log of 2011-2015 median post-tax household
income from ACS data. Observations are at the county level.Panel (d) compares average household annual
expenditure in 2014 among three data sources: CEX, NIPA, and our data.
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Figure 2 : Participation in California's Individual Insurance Market, 2014-2015

(a) Distribution of Dropouts Across
Months

(b) Continued Enrollment by Income
Group

(c) Six Month dropout Rates by
Enrollment Period

Notes: This �gure describes participation in California's individual insurance market in 2014-2015. In Panel (a) , we plot the distribution of
enrollment months in the �nancial transactions data and in weighted Covered California marketplace (CCM) data for the 2014 open enrollment
period. In Panel (b) we use the transactions data to plot the net share of households who continue to pay insurance premiums in each month,
conditional on participating in the 2014 open enrollment period. We plot this share by bin of 2013 annual post-tax income. InPanel (c) we
compare the six month dropout rate by enrollment period using both the transactions data and CCM data. We de�ne �six-month dropout� as
the share of enrollees exiting within 6 months after sign-up, excluding dropouts in November/December of the enrollment year. This procedure
ensures o�-cycle enrollees who sign up later in the year are not labeled dropouts. In all panels, we use a county weight to match the California-wide
population distribution. We weight the CCM data in panels (a) and (c) to make it comparable to the transactions data, which includes both on and
o�-marketplace enrollees (See Appendix C). We exclude enrollees who have coverage for one month or less.
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Figure 3 : Relationship between Healthcare Spending and Household dropout

Notes: This �gure plots the relationship between (a) the probability that a household drops coverage in
the �rst four months of the plan year and (b) the share of its annual health spending that the household
undertakes in the �rst four months of the year. We plot the residualized �rst period spending share as a
function of the residualized dropout share, where we form the residualized variables by controlling for the
identity of the region, insurer, and for household income. Each dot in the �gure represents a 5% bin of the
sample, where we order the bins by the residualized dropout share. The slope of the best �t line shown
corresponds to the coe�cient of interest when regressing spending share on dropout probability with the
controls mentioned above. The coe�cient equals 0.107. Data for the plot comes from the 2015 plan year in
California using the bank transactions data
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Figure 4 : Income and Expenditure Dynamics Around Sign-up and dropout

(a) Health Spending (b) Income (c) Other Spending

(d) Net�ix/Hulu (e) Utilities (f) Auto Insurance

Notes: This �gure compares the dynamics of monthly income and various types of monthly dollar spending
for households who drop coverage. We examine these dynamics separately for households enrolling in the
pre- vs. post-ACA time periods. Other spending, reported inPanel (b) , includes all transactions less health
premium payments, drug spending, and health spending. In all panels, the x-axis measures months around
coverage, where negative values indicate months before enrollment and positive values indicate months since
dropout. All months of coverage are collapsed into the event time period 0. The pre-ACA period includes
households who both sign up and drop out prior to July 2013; the post-ACA period includes households
whose sign-up begins as of the 2014 ACA open enrollment period. For both periods, we further restrict our
sample to households who: (i) satisfy our dropout de�nition in Section 3 (ii) have at least 10 months of data
prior to sign-up and at least 10 months after dropout; (iii) have pre-period annual income< 200,000 dollars;
and (iv) have insurance coverage for more than one month. All outcome variables have been top-coded
at the 99th percentile value within each income group before being included in the regressions. Units are
measured as a percentage change relative to the average monthly value during coverage. All regressions use
a county weight to account for sampling di�erences across counties and absorb household �xed e�ects. 95%
con�dence intervals based on robust standard errors are reported as shaded areas.
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Figure 5 : Average Estimated Health Spending by Demographic Groups

Notes: This �gure reports the average health spending from the structural estimation.

Figure 6 : Changes in Dropout Rates by Demographic Groups and Metal Tiers

Notes: This �gure reports the counterfactual dropout rate of each metal tier by demographic groups under di�erent
penalty rates. 100% penalty means that dropouts pay for the premium of the SLCSP for the remaining periods. The
numbers in the parentheses are the re-timing cost parameter (� ).
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Figure 7 : Cost, Base Premium, and Market Share by Plan Metal Tier

(a) Changes in Cost for a Standardized Enrollee (b) Changes in Annual Base Premium

(c) Market Share

Notes: (a) shows the changes in average cost per rating factor for each metal tier. (b) shows the changes in
enrollment-weighted average baseline premium for plans in each metal tier as the penalty rises. (c) shows the market
share of each metal tier.
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Figure 8 : Changes in Market Share by Demographic Groups

Notes: This �gure reports the market share of each metal tier (Bronze, Silver, Gold, Platinum) as a function of the
penalty level, separately for each demographic group. The blue line represents the share of households in the outside
option, either unenrolled or directly insured. Market share considers only the initial plan choice in period 1 and does
not take into account later dropouts. 100% penalty means that dropouts pay for the premium of the SLCSP for the
remaining periods. The numbers in the parentheses are the re-timing cost parameter (� ).

Figure 9 : Optimal Penalty under Each Charity Rate

Notes:
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Figure 10 : Welfare E�ects of Dropout Ban

Notes: This �gure shows the mean utility change per household from implementing the full dropout ban, by demo-
graphic group (old/young � family/single), split into high-income (left panel) and low-income (right panel) subgroups.
Means are weighted by household-level weights. Note that, on average, high-income families and families with young
children have 2.46 and 2.75 members, respectively. Similarly, the low-income, old families and young families, on
average, have 2.28 and 2.34 members, respectively.

Figure 11 : Health Spending Against Utility Change by Income

Notes: Binned scatter plot of per-person health spending against per-person utility change, with separate series
and linear �ts for low-income and high-income households. Each income group is divided into 15 equal-sized bins.
Both health spending and utility change are adjusted for family size, and weights are at the person level. For the
low-income group, the slope of the �tted line is 1.47 (SE = 0.024). For the high-income group, the slope is 0.06 (SE
= 0.011).
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Table 1 : Sample Summary Statistics

Panel A. Covered California Data Variables

N=1,282,882

Mean SD Min Max
Household size 1.60 0.99 1.00 19.00
Average age 38.48 14.16 0.00 64.00
138% FPL or less 0.05 0.22 0.00 1.00
138% FPL to 150% FPL 0.08 0.27 0.00 1.00
150% FPL to 200% FPL 0.18 0.39 0.00 1.00
200% FPL to 250% FPL 0.11 0.31 0.00 1.00
250% FPL to 400% FPL 0.19 0.39 0.00 1.00
400% FPL or greater / Unsubsidized Application 0.40 0.49 0.00 1.00
Net premium 325.66 298.56 -1,341.92 2,983.97

Panel B. Transaction Data Variables
N=96,757

Mean Median SD
Monthly transaction dollar amount

- Income 6,090.27 4,758.54 5,840.54
- Health out-of-pocket spending 22.69 7.00 59.03
- Premium payments 77.53 24.90 140.83
- Drug out-of-pocket spending 26.84 12.88 45.15
- Net�ix and Hulu spending 2.69 0.00 5.64
- Utilities spending 64.58 27.92 284.47
- Auto insurance spending 56.34 12.08 106.72
- Other non premium/health/drug spending 6,235.63 4,676.26 7,136.55

Monthly number of transactions
- Health out-of-pocket spending 0.31 0.13 0.54
- Other non premium/health/drug spending 39.78 33.87 29.02

Medicaid eligibility probability 0.23 0.13 0.26

Notes: This table reports summary statistics on the households who purchase individual insurance through
the Covered California marketplace in Panel A. The statistics include characteristics for the sample of new
enrollees in the plan years of 2014 and 2015. In Panel B we report data on the panel of households who
purchase individual insurance, as observed in our bank transactions data for the years 2011 through 2016.
For these statistics we only keep individuals with an annual income of less than $200k. Health out-of-pocket
spending excludes spending on insurance premiums and spending at pharmacies. Other non-health spending
excludes spending on health, pharmacy, and insurance premiums.
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Table 2 : Changes in Health Consumption around Sign-up and dropout

Panel A: Change in Health Spending: Pre-ACA Sign-up/Drop-out

(1) (2) (3) (4) (5)
Annual Income: � 20K 20K-40K 40K-60K 60K-100K 100K-200K

Sign-up (% change) 0.282 � 0.126 0.241� 0.325��� 0.110
(0.164) (0.092) (0.129) (0.106) (0.107)

Drop-out (% change) -0.256 0.069 -0.090 -0.119 0.090
(0.183) (0.131) (0.131) (0.116) (0.122)

Pre Sign-up Mean Health Spending 13.73 15.21 16.26 23.45 30.97
Number of Observations 6456 9354 7945 9883 8660

Panel B: Change in Health Spending: Post-ACA Sign-up/Drop-out

(1) (2) (3) (4) (5)
Annual Income: � 20K 20K-40K 40K-60K 60K-100K 100K-200K

Sign-up (% change) 0.410 ��� 0.192��� 0.121� 0.045 -0.068
(0.109) (0.063) (0.068) (0.070) (0.062)

Drop-out (% change) -0.424 ��� -0.214��� -0.197��� -0.161�� -0.107�

(0.100) (0.071) (0.066) (0.064) (0.061)
Pre Sign-up Mean Health Spending 9.77 12.06 18.51 30.91 39.6
Number of Observations 15566 30391 21609 24152 17586

Panel C: Change in Health Transactions: Pre-ACA Sign-up/Drop-out

(1) (2) (3) (4) (5)
Annual Income: � 20K 20K-40K 40K-60K 60K-100K 100K-200K

Sign-up (% change) 0.560 ��� 0.099 0.214�� 0.195�� 0.150�

(0.173) (0.086) (0.105) (0.096) (0.082)
Drop-out (% change) -0.350 �� 0.075 -0.200�� -0.066 -0.075

(0.149) (0.103) (0.101) (0.092) (0.088)
Pre Sign-up Mean Health Transactions .18 .25 .29 .35 .37
Number of Observations 6456 9354 7945 9883 8660

Panel D: Change in Health Transactions: Post-ACA Sign-up/Drop-out

(1) (2) (3) (4) (5)
Annual Income: � 20K 20K-40K 40K-60K 60K-100K 100K-200K

Sign-up (% change) 0.550 ��� 0.244��� 0.122�� -0.009 0.012
(0.106) (0.064) (0.058) (0.048) (0.055)

Drop-out (% change) -0.414 ��� -0.249��� -0.263��� -0.134��� -0.119��

(0.095) (0.061) (0.057) (0.046) (0.049)
Pre Sign-up Mean Health Transactions .13 .2 .35 .49 .43
Number of Observations 15566 30391 21609 24152 17586

Notes: This table examines changes in healthcare consumption of dropout households after sign-up and after
dropout during the pre-ACA period vs. post-ACA period. Observations are at the household-month level.
�Sign-up� indicates the period after sign-up. �dropout� indicates the period after dropout. The pre-ACA
period includes households who both sign up and drop out prior to July 2013, while the post-ACA period
includes households who sign up in the 2014 ACA open enrollment period and drop out after January 2014.
We run regressions separately by income group, where income is de�ned as the household's 2013 annual
post-tax income. For both periods, we restrict our sample to �dropouts�: households who pay more than
one but less than nine months of premiums in a calendar year, excluding households exiting in November or
December. We also restrict our sample to include only households who appear in the transactions data at
least 10 months before sign-up and at least 10 months after dropout. We top-code health transactions and
health spending at the 99th percentile value within each income group. All regressions control for household
�xed e�ects, monthly income, average lagged monthly income from the past three months, and use county
weight to account for sampling di�erences across counties in our data. Units are measured as a percentage
change, relative to the average healthcare consumption amount in the 10 months leading up to sign-up.
Robust standard errors are clustered by household. * p< 0.1, ** p< 0.05, *** p < 0.01.
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Table 3 : Model estimates by Demographic Group

Demographic Group Front-load � 1 � 2 � 3

Re-timing Cost

Old, Multi-Person, High-Inc Inelastic 0.10 0.01 0.01
(0.01) (0.00) (0.00)

Old, Single, High-Inc 0.82 0.12 0.01 0.02
(3.46) (0.01) (0.00) (0.00)

Young, Multi-Person, High-Inc 0.00 0.22 0.04 0.05
(0.00) (0.05) (0.01) (0.02)

Young, Single, High-Inc 0.42 0.80 0.04 0.05
(1.07) (1.10) (0.01) (0.02)

Old, Multi-Person, Low-Inc Inelastic 0.12 0.10 0.19
(0.02) (0.01) (0.02)

Old, Single, Low-Inc Inelastic 0.16 0.04 0.05
(0.01) (0.00) (0.00)

Young, Multi-Person, Low-Inc Inelastic 0.05 0.03 0.03
(0.02) (0.01) (0.01)

Young, Single, Low-Inc Inelastic 0.30 0.05 0.05
(0.01) (0.00) (0.01)

Notes: This table reports the estimates from the dynamic choice model in which households can endogenously
choose whether to exit and how much health care to consume in each period. We divide the sample of households
into demographic groups and recover separate parameter estimates for each group. The eight demographics di�er
depending upon whether (a) the head of the household is below age 40 or at or above age 40, (b) whether the
household insures only one member (�single� membered) or more than 1, and (c) whether the household is below
250% of the federal poverty line. Front-load re-timing cost is the cost of fully retiming the health care to the �rst
period, represented as a share of annual health spending. This equals 2

3 � .
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Table 4 : Comparison Between No Penalty Policy and 100% Penalty Policy

(1) (2)
No Penalty Dropout Ban

(A) Market shares (High-Income)

No insurance 64.53% 69.95%
Bronze 25.63% 12.37%
Silver 0.49% 0.21%
Gold 6.79% 13.00%
Platinum 2.55% 4.48%

(B) Market shares (Low-Income)

No insurance 55.98% 47.77%
Bronze 23.46% 22.86%
Silver 12.62% 9.53%
Gold 4.96% 13.05%
Platinum 2.98% 6.78%

(C) Premium With Rebate for a 38-Year-Old ($)

Bronze 2,946 2,615
Silver 4,836 4,774
Gold 4,373 3,828
Platinum 5,154 4,578

(D) Change in Standardized Utility Per Household in Indiv. Market ($)

- 38

(E) Change in Social Spending Per Household in Sample Regions ($)

No Charity - 34
65% Charity For Uninsured - -11

(F) Change in Total Welfare for California (million $)

No Charity - -306.54
65% Charity For Uninsured - 319.08

Notes: All columns report counterfactual results in which insurers do not receive federal reimbursement for
cost-sharing reductions. Column (1) imposes no dropout penalty. Columns (2) require dropouts to pay 100%
of the premium for the household-speci�c benchmark plan (age-and-size-adjusted) for the remaining periods.
Panels (A), (B), and (C) report levels under each penalty design; Panels (D), (E), and (F) report changes from
a no-penalty baseline to a penalty that bans dropout. Panel (C) reports the annual premium for a 38-year-old,
the median age, with the penalty rebate. Panel (D) reports the changes in average utility gain per household
(including Covered California, o�-market, and uninsured households). Panel (E) reports the changes in the
average dollar amount that must be collected from each household in the sample regions to �nance premium
subsidies and social spending for uninsured health costs. �No Charity� assumes uninsured households fully
�nance their own health spending. �65% Charity for Uninsured� assumes households in the region collectively
�nance 65% of uninsured health expenditures. The charity assumption a�ects only the calculation of social
spending and does not enter household utility in the model. Household utility includes a �xed e�ect for the
outside option, which captures lump-sum bene�ts (or costs) of o�-market coverage or being uninsured. Panel
(F) reports the changes in aggregate utility gains net of aggregate social spending, scaled to the state level using
the inverse of the sample region's household share. This scaling assumes that out-of-sample regions exhibit, on
average, the same relationship between utility gains and social spending.
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A Sample construction

In this appendix section, we �rst explain how we construct our sample using two data sources: the Covered

California marketplace (CCM) administrative data and our account-linked transactions data. We then detail

how we construct the sample used in the structural analysis, which incorporates data from the American

Community Survey (ACS). We also describe our process of computing premium subsidies by applying federal

and state rules.

A.1 Covered California Marketplace

We use the universe of CCM enrollment data for the years 2014-2016. During this time period, the records

cover roughly 3.3 million individuals in 2.2 million households who purchased private health insurance

through the Covered California marketplace.1

We observe monthly enrollment details of each individual along with their demographics and a household

identi�er that links those individuals who enrolled together. We also observe information on gross and net

premiums (net of subsidies), aggregated at the household level for those enrolled together. However, indi-

viduals sharing a household identi�er may di�er in plan choices, aggregated premiums, or sign-up/dropout

timing, suggesting that despite being members of the same household, they may enroll separately. To ad-

dress this �nding in the data, we assign new household identi�ers to ensure that individuals sharing the same

identi�er are enrolled in the same plan.

Using the enrollment records, we construct variables such as sign-up month, dropout month, number of active

months, and enrollment status type (open enrollment vs. o�-cycle enrollment). Additionally, we recover the

subsidy and construct an unsubsidized indicator, set to 1 for household-years where the net premium equals

the gross premium. Below, we give details on our variable de�nitions and the methodology for assigning new

household identi�ers.

Sign-up month and dropout month are often directly observed in the data. Only when an enrollee stays

covered until the end of the year is the dropout date missing. We classify enrollments into �open� and

�o�-cycle� enrollment categories for each year. Open enrollment includes new sign-ups during California's

annual enrollment period (e.g., November 15, 2014 to February 15, 2015 for the 2015 coverage year). O�-cycle

enrollment includes sign-ups outside this window.

While it is straightforward to classify enrollments between any two open enrollment periods as o�-cycle

enrollment, enrollment records near the end of the year require special consideration. If an enrollee signs up

in November or December, for example, that enrollment may be for coverage in the subsequent year or for

the remaining months of the current year. For those cases, we rely on dropout records, enrollment year, and

calculated premiums to decide on the appropriate classi�cation.

More speci�cally, �rst, if an individual drops out in the same year they enrolled, the record is assigned to the

current year. Conversely, if the enrollee exits coverage part way through the following year, the enrollment

spans both years and is classi�ed as part of the subsequent year.

1Since the enrollment for the 2014 coverage year started in October 2013, we actually use enrollment data from
October 2013 to December 2016. During this period, the raw CCM data include 2,263,221 households. After dropping
households with missing region, carrier, or enrollment status, and after dropping those households that enrolled in
catastrophic insurance plans, we observe 2,220,483 households.
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Second, since the ACA was implemented starting in 2014, all 2013 late-year enrollments should be open

enrollments for the 2014 coverage year. For late-year enrollments after 2014, we use plan details and calcu-

lated premiums to determine the enrollment year. In the CCM data, there is an identi�cation variable of

the insurance plan that links to the health insurance exchange (HIX) data starting from the 2015 coverage

year, allowing access to each plan's life span and its base premium. A plan can last for only one year or

span multiple years, and if the later is true, each year may have di�erent base premiums. For enrollments in

a plan that does not continue into the following year, they are not considered open enrollment, even if the

enrollment dates fall within the open enrollment window.

For enrollment in plans spanning multiple years, we calculate individual premium payments using HIX base

premiums for both years, adjusted by age rating factors.2 This process results in each person having two

calculated premiums, and they are often di�erent because the base premiums for the two years are di�erent.

These premiums are then aggregated at the household-plan-year level to approximate CCM-reported gross

premiums. For households with members enrolled in the open enrollment period, we compare the total

calculated premium to the reported gross premium, and identify the coverage year as the one for which the

calculated premium di�ers by less than one dollar from the reported amount.3

We use two methods for summing household members' premiums: (1) summing premiums for members

signing up and dropping out within the same month, and (2) summing premiums over 12 months aligned

with the coverage year (e.g., November 2016�October 2017 for the 2017 coverage year). Note that with

method one, households may be split into multiple groups, each assigned a new household identi�er if

separately summed premiums match reported premiums. For example, if some members enroll in January

and others in February, forming separate premium groups, the household is divided accordingly. If only

the second method yields a match, we use the earliest enrollment date as the household's enrollment date

and exclude households without open enrollment members. For households where members drop coverage

in di�erent months, we assign the earliest dropout date. After applying these rules, each newly assigned

household has a well-de�ned sign-up time, dropout time, and plan name.

As the �nal value of gross premium, we primarily use the summed HIX-based premiums; when HIX is not

available, we use the reported gross premium in the CCM data.4

We drop households who enrolled in a catastrophic plan and we exclude individuals with coverage periods

of one month or less, as these likely re�ect incomplete or erroneous enrollments later refunded, according to

Covered California sta� and actuaries. Such records introduce measurement error and are omitted from our

analysis.

After data cleaning and reassigning household identi�ers, we �nd 1,963,057 households with at least two

coverage months. �Active months� are de�ned as the number of months between sign-up (or January for

late-year open enrollees) and dropout (inclusive), corresponding to the insurance coverage period. We create

two dropout indicators: one for households enrolled fewer than six months and another for fewer than eight

months, excluding dropouts in November and December. We apply the November/December exclusion

2Although the rating curve changed in 2018, we found that pre-2017 rating factors matched some gross premiums
for post-2018 enrollments, which we treated as valid matches.

3 If the calculated premiums for both years are the same and they match the reported premium, we check the
dropout timing. If the dropout timing is missing, we classify it as an open enrollment.

4For 95.4% of households, the reported gross premium and HIX-based premium di�er by less than $1.
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because during the time period of our data, enrollees could backdate premiums and restore coverage for

sixty days after their last premium payment.

A.2 Transactions Data

We build data on expenditures, both related to health and other types, using account-linked transactions

from our data vendor. In the vendor's data, for each unique user, we observe an identi�cation variable that

links the user to their bank account and any credit cards from the same bank. Within the accounts, we

observe all account transactions, with a post date, transaction date, brief transaction description, dollar

amount, credit/debit indicator, merchant name, transaction category, merchant street address, city, county,

state, and zip code. A user must have a bank account to enter our sample but need not have a card

account.

Our data cover the period from January 2011 through December 2015. In this time frame, there are 9,223,300

unique users/households. To form our sample, we �rst identify the locations of all physical (non-online)

merchants and assign a county to each transaction. We identify the location of each household using the

model county of the set of merchants with which the household transacts most frequently within a given year.

Because we aim to collect all �California non-movers�, we look for households who have a modal county in

California for every year in which we observe their data. In other words, we allow moves between California

counties, but do not allow moves to or from other states. We identify 1,141,592 California households,

accounting for 12.4% of all users in our data.

For each household, we use the mode of the household's modal counties from all years as the modal county.

Whenever there is not an unique mode, we take the 2013 modal counties. Since the distribution of house-

holds across counties in our data is driven by bank prevalence and di�ers from the population distribution

observed in the National Historical Geographic Information System (NHGIS), we create a weight to scale up

households in under-represented counties and to scale down households in over-represented counties in our

data.5 For each county, we compute the ratio of the number of households in NHGIS to the corresponding

number of households in our transaction data, yielding the county weight. We use this weight for all of our

analyses.

With our California population, we construct a household-monthly panel, where each household's month

ranges from the month we �rst observe a transaction in its bank or card account to the month of the last

transaction we observe. From the raw transactions, we count the number of transactions and sum the

dollar amount for various variables at the monthly level. These variables include credits or debits from the

bank and card account; bank credits net of transfers; debit taxes from both bank and card accounts; bank

credits related to income; health insurance premiums (determined by our premium-related keywords for

carriers participating in California's ACA marketplace 6); and speci�c types of periodic transactions such as

payments for auto insurance, utilities, and streaming services (Net�ix and Hulu).7 In addition, we classify

5NHGIS data accessed on October 30, 2024 athttp://doi.org/10.18128/D050.V19.0 . Geography level: county;
years: 2011 to 2015; Table: : Household Type (Including Living Alone).

6These carriers include: Anthem Blue Cross of California, Blue Shield of California, Chinese Community Health
Plan, Contra Costa Health Plan, Health Net, Kaiser, L.A. Care Health Plan, Molina, Sharp Health Plan, and Western
Health Advantage.

7We examine these particular spending categories in Figure 4. Net�ix/Hulu spending consists of all debit trans-
actions that contain the words �net�ix� or �hulu�. Utilities spending includes all debit transactions that belong to
the �Utilities� transaction category classi�ed by our data vendor. We identify auto insurance spending by picking
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all debit transactions in our California sample into drug, health, child-related, and other transactions using

machine learning algorithms discussed in Appendix Section B. We also impute a household's probability of

medicaid eligibility, as discussed in Appendix Section D. Finally, with these household-monthly panels, we

assign 0 to missing or negative values and top-code monthly health and drug spending at 100 transactions

and 10,000 dollars per month.8

With this household panel, we de�ne our variables of interest. First, for households who pay individual

health insurance premiums in the sample, we de�ne �sign-up� as the month we �rst observe the household's

premium payment and �dropout� as the month we last observe a premium payment. We use this sign-up

variable to sort households into six enrollment statuses: a reference group; pre-ACA enrollees; 2014 open

enrollees; 2014 o�-cycle enrollees; 2015 open enrollees; and 2015 o�-cycle enrollees. The reference group

includes households we never observe paying individual health insurance premiums. Pre-ACA enrollees are

households who sign up for individual private health insurance prior to December 2013. Unlike with the

CCM data, here we classify open enrollees solely using sign-up timing. In 2014, for example, we label

open enrollees as those consumers who newly sign up from October 2013 through Apirl 2014, and o�-cycle

enrollees as those consumers who newly sign up from May 2014 through October 2014 and those who sign

up in November or December 2014 but drop out before 2015. Like with the CCM data, we also exclude

samples with one month or shorter coverage for the reason stated in the previous subsection.

We use the same de�nition of �active months� and exclude dropouts in November and December like we do

with the CCM data. As some of our analyses involve changes in spending around sign-up and dropout, we

create post-signup and post-dropout indicators for months at or after sign-up and for months after dropout,

respectively. Other analyses deal with changes in spending relative to the enrollment period, so we create

event time indicators, where all enrollment months are collapsed into the event time period of 0; negative

integers indicate months before sign-up and positive integers indicate months after dropout. We also �ag

households that satisfy a `balanced panel' requirement� i.e. those who have data at least 10 months before

sign-up and at least 10 months after dropout.

We build post-tax income by spreading annual debit taxes proportionally to monthly pre-tax post-transfer

bank credits across all months within a given year. We take the di�erence between the two measures, yielding

monthly post-tax post-transfer income. Then, we classify households into six income categories based on

their 2013 annual post-tax income: 0-20K, 20K-40K, 40K-60K, 60K-100K, 100K-200K, and 200K and above.

We create another version of the income group classi�cation that is based on average monthly income from

10 months leading up to the initial sign-up month; this indicator has the same six income brackets. Next,

we build an indicator for having children based on our classi�ed child-related transactions. For each county,

we label the 10% of households with the highest average monthly number of child-related transactions as

"having children" and the remaining 90% as "having no children".

Finally, we form our analysis sample by excluding observations that do not meet our inclusion criteria. We

list these criteria in Appendix Table A3, along with an accounting for the observations excluded sequentially

under each criterion. These sequential drops result in 799,851 households in our �nal sample, accounting

for 70.1% of all California non-mover households. After only keeping individuals that purchase individual

ten popular auto insurance providers and �ltering through all debit transactions that contain any of these providers'
names: Allstate, American Family, Farmers, GEICO, Liberty Mutual, Nationwide, Progressive, State Farm, Travelers,
and USAA.

8These thresholds lie above the 99th percentile for transactions and spending.
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insurance, the �nal sample contains 109,108 households.

A.3 Sample for the Structural Analysis

For the structural analysis, we focus on the 2015 coverage year. We begin with open enrollees in the

CCM data and append a sample of households that selected the outside option (i.e., not enrolling in any

marketplace plan) using data from the American Community Survey (ACS). For each household, we construct

the set of available plans within its rating region and compute premiums and cost-sharing subsidies based

on eligibility.

Marketplace Enrollee Sample. We begin with the 2015 CCM sample and retain only households

meeting three criteria: (1) income is at least 138% of the Federal Poverty Line (FPL), (2) the reported total

premium matches our calculated premium, and (3) the reported net premium is larger than the number of

household members.

Households with income below 138% of FPL are excluded, as they are Medicaid-eligible and thus unlikely

to purchase insurance in the marketplace. We also exclude cases where the reported premium cannot be

reproduced by summing individual household members' calculated premiums. This exclusion is necessary

because accurate premium calculations are essential for estimating costs across alternative plan choices. If we

cannot accurately recover the reported premium for the chosen plan, the calculated premiums for unchosen

plans may also be unreliable.

Before applying these restrictions, our sample consists of 862,728 households for the 2015 coverage year. We

�rst drop 21,727 households (2.52%) with income below 138% of FPL. We then exclude 22,232 households

(2.64% of the remaining 841,001) for whom we could not reproduce the reported premium. Finally, after

we drop households with a net premium smaller than one dollar per family member (142), we end up with

818,627 households.

The Outside Option Sample. To construct the outside option for our structural analysis, we use

individuals from two sources: (i) those who purchase health insurance directly o�-market (i.e., outside of

Covered California), and (ii) those who are uninsured. For both groups, we rely on data from the 2015

American Community Survey (ACS).

We classify households into demographic groups using reported income, the mean age of a household, and

household size. Speci�cally, we determine each household's Federal Poverty Line (FPL) category based on

reported income and the size of the health insurance unit�the subset of household members that are likely

to be jointly insured. Each ACS observation is linked to a Public Use Microdata Area (PUMA), which we

map to Covered California's rating regions. Notably, the two Los Angeles rating regions share some PUMAs;

for these, we randomly assign households to one of the two regions with population-weighted probabilities.

Using the reported ages and income, as well as the constructed household size, we calculate the unobserved

premiums for all plans available in each region for each health insurance unit.

We identify uninsured households using the ACS variable indicating whether respondents lack any form

of health insurance coverage. Households that answer �no� to having any coverage are classi�ed as unin-

sured.
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Identifying directly insured households o� the market is more di�cult. The ACS asks whether an individual

has direct-purchase insurance, but does not specify whether this coverage was purchased on- or o�-exchange.

To isolate the o�-market component, we take all ACS health insurance units that report direct-purchase

coverage and then subtract those who enrolled through Covered California, using Covered California (CCM)

administrative enrollment data.

This subtraction is carried out via a matching algorithm. For each region and FPL group, we match CCM

households to ACS health insurance units using the Euclidean distance of normalized household size and

household member ages. Each CCM household is matched to the closest ACS unit, and we subtract one unit

of weight from the matched ACS observation. If an ACS observation is matched to more CCM households

than its sampling weight allows, we randomly retain the unmatched (�overhang�) CCM households, drop

the overmatched ACS observation, and repeat the matching process until no CCM households remain un-

matched. The unmatched ACS households that remain after this procedure are interpreted as representing

the population of o�-market directly insured households.

Choice Set Construction. For each household, we construct the set of available insurance plans using

plan characteristics from the Health Insurance Exchange (HIX) data. We merge all plans o�ered in a

household's rating region in 2015, so that every household faces the same menu of plans within its region.

To keep the choice set tractable, we aggregate plans with less than �ve percent market share within each

region�metal-level cell into a single composite alternative, using the largest component plan's identi�er as the

representative and computing the base premium as the enrollment-share-weighted average of the component

plans' premiums.

We calculate household-speci�c premiums by multiplying each plan's base premium by the household's age

rating factor�the sum of individual members' age-speci�c factors from the ACA rating curve. Following

ACA rules, individuals aged 20 and below receive a rating factor of 0.635, and only the three oldest children

in a household contribute to the rating factor; any additional children receive a factor of zero. The subsidized

premium is then computed as the maximum of household size (imposing a �oor of one dollar per member)

and the gross premium minus the household's Advanced Premium Tax Credit.

We assign each plan an actuarial value that re�ects cost-sharing reductions (CSR) for eligible silver-plan

enrollees. Bronze plans receive an actuarial value of 0.60, gold 0.80, and platinum 0.90. Silver plans vary

by income level: 0.94 for 138�200% FPL, 0.87 for 200�250% FPL, 0.73 for group 4 250�300% FPL, and

0.70 for income above 300% FPL. Households in the outside-option group (uninsured and o�-market directly

insured) face the same plan menu, with subsidies computed identically using the Second Lowest Cost Silver

Plan benchmark, but no plan is marked as chosen.

A.4 Premium subsidy calculation

Under the A�ordable Care Act, households are eligible for subsidies to help cover their insurance premiums.

These premium tax credits are advanceable, meaning consumers may choose to have the credits paid directly

from the government to their insurer, reducing upfront premium costs. The credits are also refundable,

meaning a household can claim them in full even with no tax liability.

The dollar amount of the tax credit depends on (a) the benchmark premium in the household's geographic

market, (b) the household's modi�ed adjusted gross income (MAGI), and (c) the required income contribution
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of the household, which in turn depends on the ratio of the household's income to the federal poverty line

(FPL) for the relevant year.

The subsidy is de�ned as:

subsidyi = max( bmp � 
 i � Yi � RSi ; 0) (13)

The benchmark premium, bmp, is the premium of the second-cheapest silver plan in the geographic market

(rating area), scaled to a household rating factor of one. The household rating factor
 i adjusts for the

number of insured members and their ages.9 Yi denotes the household's modi�ed adjusted gross income.

Finally, RS i is the required share of income the household must contribute toward the benchmark premium;

it is a non-decreasing function ofYi =FPL i that is re-indexed annually. The required-share schedule for 2015

is reported in Appendix Table A4.10

The net premium payment for plan j for householdi is then:

premiumij = max
�
base premiumj � 
 i � subsidyi ; enrollee count

�
(14)

In the time period of our data in California, the state required premiums have a lower bound at the number

of household members who choose to enroll in insurance. Thus, the lowest premium that a household with

one enrollee could face equals$1.

B Classifying health and drug spending

We describe in detail our classi�cation of transactions into the categories: drug, health, child-related, and

other. First, we collect the universe of transactions of the 1,141,592 California non-mover households we have

identi�ed in Section A spanning January 2011 to December 2015. Over all users, we save transaction details,

including the post date, transaction date, brief transaction description, merchant name, transaction category,

and dollar amount.11 Because the transaction description string can contain typographical inconsistencies,

we clean it by (i) converting to lowercase letters; (ii) removing numbers and symbols (e.g. operations,

punctuation, parentheses, brackets, braces, quotations) so that there are only letters left; (iii) removing

repeated de-identi�er x's, stand-alone letters (a-z), and repeated white spaces. We clean merchant names

in a similar manner. Because Kaiser-related transactions are complex, we remove them from the pool of

transactions here and analyze them separately. We then split the cleaned description string into individual

words by parsing white spaces.

We use a random sample of 10 million cleaned transactions as our training data and classify them into four

categories: drug, health, child, and other, de�ned as follows. For the drug category, we take all transactions

that belong to the Healthcare/Medical category in the vendor data and contain drugstore-related words

such as �walgreens", �rite aid", �drug", �pharmacy", and �prescription". For the health category, we begin

with all transactions assigned to the Healthcare/Medical category in the vendor data and then remove

transactions that are unlikely to be covered by private health insurance. More precisely, for health spending,

9Only the three oldest children under 21 in the household are included in the rating factor.
10 Household size for the purposes of identifying the relevant required contribution includes all household members�

the tax �ler, their spouse (if any), and any tax dependents�not just those enrolled in coverage.
11 We use post date for most transactions because it is highly populated. Whenever post date is missing, we use

transaction date.
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we remove words classi�ed as drug, as well as veterinary and animal-related services; lifestyle activities such

as �tness, yoga, and spas; insurance premiums that contain health-related words; and dental and vision

transactions. For the child-related category, we take transactions associated with popular merchants in

the �Child/Dependent Expenses", �Education", and �Entertainment" categories in our data. We assign the

remaining transactions to the other category.

Next, we construct a frequency table of words that appear in transaction descriptions. This table shows how

frequently each word appears in each category. We also save the total number of transactions within each

category. We remove words that are not useful for classifying transactions. The list includes common English

words, 26 English alphabet letters, bank and card transaction-related words, state names and abbreviations,

date and time, location-related words, all California cities and counties, couplets of stand-alone English

letters (except md and dr), and di�erent variations of association/center/foundation/group/institution. To

ease computation, we also remove words that appear less than �ve times in all four categories.

With this list, we apply a modi�ed version of Laplacian correction: for each category, we compute the mean

count across all words and then add 0.01% of that mean to the original count within that category. This

step adds a small positive value so that the count is never zero. In this way, the posterior probability of a

transaction string being in a category will not equal zero simply because one word within the transaction

has a zero mean count.

We construct a probability look-up table that contains three probabilities: P rob(category) or fraction of

transactions that are in category; P rob(w) or probability that word w appears; andProb(wjcategory) or

probability that word w appears within category. Next, we log-transform these probabilities and merge them

back into our cleaned transactions in the entire dataset. We proceed iteratively on each individual word split

out from the transaction description. This process allows us to calculate the probability that transaction t

is classi�ed into a particular category given its description string w(t) = w1w2:::wn ( t ) , where wi denotes the

i th word in w(t) for i = 1 ; 2; :::; nt and nt denotes the length or the number of words inw(t). By assuming

conditional independence of probabilities, we have

Prob(categoryjw(t)) = P rob(categoryjw1; w2; :::; wn ( t ) )

=
P rob(w1w2:::wn t jcategory) � P rob(category)

P rob(w1w2:::wn t )

=
Q n t

i =1 Prob(wi jcategory) � P rob(category)
Q n t

i =1 Prob(wi )

logP rob(categoryjw(t)) =
n tX

i =1

logP rob(wi jcategory) �
n tX

i =1

logP rob(wi ) + log P rob(category)

Lastly, we classify transactions into drug, health, child-related, and other transactions. We classify Kaiser

transactions into drugs, health, and premiums, using speci�c keywords. For non-Kaiser transactions, we as-

sign each transaction a category for which the log likelihood is the highest among the four categories.12

12 Kaiser drug transactions contain either: (i) the word �kaiser� and one of the following words: �phar�, �cpp�,
�mail�, �rx�, �downey�, and �livermore� or (ii) the word �kp� and one of these words: �mailorder�, �rx�, and
�drug�. Kaiser health premium transactions contain the word �kaiser� and one of these words: �due�, �health pl�,
�hps�, �direct pay�, �bill pay�, and �online pay�. Kaiser health transactions contain either (i) the word �kaiser� and
remaining keywords not in the premium or drug categories (e.g. �perm�, �prmnt�, and �prnte�) or (ii) the words
�kp� and �medical�.
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C Rescaling Covered California enrollment

We use the CCM data to validate statistics in our transaction data, including the 2014 market shares by

insurance carrier, six/eight-month dropout rates by enrollment status, and shares of 2014 open enrollees

by length of coverage. However, before comparing the statistics, we adjust for a key distinction between

the datasets: our transactions data covers households who purchase private health insurance both via the

CCM and o� the marketplace (i.e. directly from insurance carriers or via brokers) while the CCM data

omits o�-marketplace insurance purchases. The latter constitutes a non-trivial share of individual insurance

enrollment in California. 13 We do not have enough information to distinguish these two groups of purchasers

in our data.

To make the two datasets comparable, we therefore re-scale the CCM data to be representative of enrollees

in the entire market in a given year. Assuming that we know the number of individuals who purchase private

insurance in a given year from a given carrier, we can subtract out the number of individuals who participate

in the CCM by carrier (i.e. all individuals we observe in the CCM data for a carrier), yielding the number

of o�-marketplace households by carrier. We also know that all consumers who purchase o�-marketplace do

so without subsidies.

These facts combined suggest the following procedure to construct weights. First, we collect data from

The Centers for Medicare and Medicaid Services' Medical Loss Ratio (MLR) report in California by carrier

and year.14 The MLR data provides a total count of member months and covered lives by carrier in the

individual insurance market. We use this count as a measure of the number of households in California who

buy individual insurance from a CCM carrier in given year, both via the CCM, via direct purchase, or via an

insurance broker.15 We then subtract out the number of subsidized CCM households we observe in the CCM

data, yielding the carrier-speci�c number of unsubsidized individuals both on and o� the CCM in that year.

Then, we take a ratio of this number to the number of unsubsidized individuals in the CCM and assign this

ratio as a weight to all unsubsidized individuals in the CCM. Finally, we normalize the weights such that,

once summed up at the carrier level, they match the market shares by carrier in the MLR data.

D Determining Medi-Cal eligibility

To determine the probability that a household might be eligible for Medi-Cal in a given month, we develop a

three part procedure. First, we convert our observed post-tax income into a pre-tax measure. This conversion

depends on the household's tax rate, which in turn depends on the size and composition of the household.

We do not observe family characteristics directly in our data and therefore make the conversion under a

range of family size assumptions. Second, we collect monthly income eligibility thresholds based on the

federal poverty level set for each family size and for each year. We compare our pre-tax income by family

size against the thresholds to determine Medi-Cal eligibility in each family size bin for each household in

our data. Finally, third, we collect data on the empirical distribution of family sizes by income within the

population of California residents who purchase individual insurance. We then multiply the likelihood that

13 For the carriers in our California sample, enrollment counts in Medical Loss Ratio data suggest roughly 60% of
individual insurance enrollees purchased o� the marketplace in 2014.

14 This data is available publicly at https://www.cms.gov/CCIIO/Resources/Data-Resources/mlr.
15 Speci�cally, we divide each carrier's count of member-months by 12 to approximate the number of households

enrolling. We verify that our numbers for the three largest carriers match those reported in public data by the Kaiser
Family Foundation from 2014 to 2016.
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a household falls into each family size bin by the eligibility determination. We sum these values to �nd a

single weighted measure of the probability of Medi-Cal eligibility in each month for each household in our

bank data. We describe this procedure below in more detail.

Calculating pre-tax income

To convert our post-tax income measures into pre-tax measures, we need to assign average tax rates for

federal, California, and federal (FICA) payroll taxes to each household in our dataset. To do this, we use

the National Bureau of Economic Research's TAXSIM software package. Speci�cally, we use the following

procedure:

1. Using our observed post-tax annual income measure, create a grid of pre-tax income around the

observed post-tax amounts. We set the end points of the grid at 0 and the max of our post-tax income

divided by (1 � :4), to approximate a 40% average tax rate. We �ll in the grid with approximately

70,000 points per year. Our grid has larger spacing between grid points as the grid approaches the

maximum income value.

2. Create a matrix of incomes and family sizes to feed into NBER's TAXSIM (v27) software. We assign

the state to California and consider 12 alternative hypothetical household compositions.16

3. Feed the income and family size-speci�c combinations into the TAXSIM software. The program

produces output that includes federal, state, and FICA payroll taxes in dollars. We convert these

dollars of tax to an average tax rate by dividing the tax dollars by the total pre-tax income. We then

sum the state, federal and �ca tax rates into a single average rate,� i .

4. Convert the income in this simulated dataset to be post-tax by multiplying the pre-tax income by

1 � � i .

5. To be able to match to the observed post-tax income in the bank dataset, create bins of the hypothetical

post-tax income. Within each bin, we �nd the average of � i across alli s in the bin and label it �� i .

6. For each observed post-tax income in our bank data, match the income to one of the bins created

above. We assign to that observation the�� i for the bin. We then calculate pre-tax income by dividing

the observed post-tax income by(1 � �� i ).

7. Smooth over �uctuations around the borders between months by calculating a rolling average of pre-tax

income by averaging periods

(t � 1; t; t + 1)

income together. In doing so, we lose the �rst and last period's observed income for each individual.

Eligibility determinations

Given a level of pre-tax income for the household under each hypothetical family size, we compare these

pre-tax income measures to the monthly Federal Poverty Line (FPL) thresholds appropriate for adults aged

18 to 64 under the ACA. We use 138% of the FPL as our threshold. We use this threshold in 2013 as well,

even though eligibility under the ACA guidelines didn't come into e�ect until 2014. Using the year 2013

16 The 12 household compositions comprises two marital statuses (single and married) and six household sizes
(number of children under thirteen equal to 0, 1, 2, 3, 4, and 5).
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data allows us to examine how hypothetical eligibility changed for open enrollment participants in 2014 in

the period before sign-up compared to the period after dropout.

Family size weighting

We construct weights for each of the 12 household compositions. To do so, we combine data from two sources.

We use pooled 2011-2015 NHGIS data to build weights that vary by county, income group, and household

composition. Speci�cally, for each of our six income groups (0-20K, 20K-40K, 40K-60K, 60K-100K, 100K-

200K, and � 200K) and for each county, we calculate fractions of households in each of our hypothetical

household bins. The combined weights sum to one within each year, county, and income group.

Computing the eligibility probability by household

Finally, to calculate a single Medicaid eligibility probability per household, we begin with the household-

monthly panel described in Section A and merge in the 12 household-composition-speci�c monthly pre-tax

incomes. Next, we compare the annual pre-tax income levels for each household size against the 138% of

the federal poverty level threshold to determine Medicaid eligibility (0 or 1) by household-month. Then, we

merge in the 12 household-composition-speci�c weights from the above step by year-county-income group and

calculate a weighted average of our 12 Medicaid eligibility indicators. This process yields a single measure

of Medicaid eligibility probability by household-month. We plot eligibility in Figure A4. 17

E Validating health care consumption via MEPS

We use our unique credit and bank account data to measure health spending among enrollees in individual

insurance under the ACA. We observe a measure of out-of-pocket health care spending for each household,

independent of insurance enrollment. We do not, however, observe a household's total health care spending,

including costs covered by the insurer. Our focus on out-of-pocket spending raises two concerns. First,

new enrollees under the ACA may have consumed charity care or had full coverage under Medicaid in prior

years; for such households, our data would �nd no health transactions or out-of-pocket spending. Second,

if households are uninsured prior to the ACA and pay the full cost of medical bills during that period, out-

of-pocket spending in periods prior to ACA enrollment may appear higher than during enrollment because

observed spending upon enrollment does not include insurer costs. The enrollee's actual consumption may

have in fact increased when accounting for the total cost of care. Both of these concerns could create problems

when mapping out-of-pocket spending to health care consumption pre- versus post-enrollment.

We examine both issues using the Medical Expenditure Panel Survey (MEPS). This survey collects informa-

tion on health care and health insurance coverage for households over a two-year period. Importantly, the

survey data includes a variable indicating households who purchased individual health insurance coverage

through an ACA marketplace. MEPS also contains data on health care consumption, regardless of who paid

for the health care, including charity care. We can thus compare the spending of those individuals reporting

marketplace private coverage in MEPS to spending in our transactions data. A key downside of the MEPS

17 In Figure A4(b), we observe a large decrease in Medicaid eligibility around insurance sign-up for the population
with income below $20,000 in 2013. This is an artifact of the sample de�nition. Households with post-tax income
below $20,000 in 2013 are very likely to be eligible for Medicaid in 2013. That a household signed up for private
coverage in 2014 suggests its income increased and its likelihood of eligibility fell.
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data, however, is power: in 2014, only 209 individuals in the MEPS data, nationwide, report purchasing

ACA marketplace coverage.

First, in MEPS, we examine the types of health insurance 2014 ACA marketplace enrollees had in 2013. The

average 2014 ACA enrollee had no health insurance for 5.5 months, employer-sponsored health insurance

for 3.68 months, individual insurance for 1 month, and public insurance coverage (Medicaid, etc) for 1.16

months in 2013. Overall, because the average household has some form of health insurance coverage for

medical expenses for more than half of the year, the pervasive consumption of charity care would likely be

low.

Next, we directly compare the levels of annual out-of-pocket (OOP) spending on health and drug care from

2012 through 2015 in MEPS data and our transactions data. In Table A2 we see the average spending on

OOP health costs in MEPS and our transactions data are quite similar each year, at around $205 in 2012,

rising to between $250 and $280 in 2015.18 Our drug spending levels are roughly twice as large as MEPS

reported levels. Due to limitations in our transaction data, we de�ne drug spending to include all spending

at drug stores, including non-prescription purchases. The reported drug spending in MEPS includes only

prescription drug purchases. For this reason, in our main analysis we focus only on health spending; we

leave our drug spending analysis for Appendix Section H.

In addition to the mean OOP drug and health spending, we can also compare the distribution of health

spending between our transactions data and MEPS data. Panel B of Appendix Table A2 compares the two

datasets by year at various quantiles of the spending distribution. The quantiles track very closely between

the two datasets, including for the highest quantiles of spending.

Finally, we use MEPS data to validate our reported changes in health care consumption among new ACA

enrollees. We analyze the within-household change in health consumption between 2013 and 2014 for house-

holds enrolling in coverage during the 2014 open enrollment period. In addition to OOP spending and

transactions counts, MEPS data also reports total health charges, which re�ect the total "retail cost" of

health care consumed.19 We do not observe a similar measure in our transactions data, and so impute

charges in our data using the relationship between OOP costs and total charges we observe in MEPS data.

Appendix Table A5 reports the output of the regression we run to impute charges from OOP costs.20

The results of our comparison of within-individual changes in health care consumption appear in Appendix

Table A6. We �rst consider transaction counts, as these counts are reported in MEPS in a format comparable

to the count of health care transactions we observe in our transactions data. Panel B of Appendix Table

A6 shows that in MEPS, transactions increase 21% following marketplace enrollment in 2014, but with

large standard errors. In our transactions data, the change is 24%, though now signi�cant given our larger

18 In detail, MEPS data come in two consecutive years. For each given year, we use two panels to calculate summary
statistics. For example, the 2012 statistics above are based on 2012 data from both the 2011-2012 and 2012-2013
panels. As MEPS data do not report detailed geography, we restrict our sample to include only respondents living
in the Western region in the US. These respondents must also complete all �ve surveys within the year. We use the
longitudinal weight in MEPS to calculate the summary statistics. Our transaction data re�ect spending in California
only.

19 The retail cost variable contained in MEPS data does not re�ect negotiated prices with insurers.
20 In brief, we regress health charges on out-of-pocket spending in the MEPS data among marketplace enrollees. We

run separate regressions in 2013 and 2014 to allow the relationship between health charges and health out-of-pocket
to di�er between these periods. We then take the observed out-of-pocket spending in our transactions data and use
the regression estimates in Appendix Table A5 to impute total health charges and changes in charges over time.
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sample. The health out-of-pocket spending in the transactions data also increase by 21%, while MEPS shows

an insigni�cant positive change, with wide standard errors.

Panel B of Appendix Table A6 also reports the change in health charges in MEPS data following enrollment.

In MEPS, charges increase by 28% among these households who sign up for individual insurance. Although

the MEPS estimates are noisy, we �nd the increase in health care consumption looks similar regardless

of whether we use health charges or a count of health care transactions. Because our estimates of health

transactions line up closely with those in MEPS, we interpret the change in health care transactions we

observe in bank and credit card data as a reasonable proxy of the overall quantity of health care consumed.

Using the regression estimates in Appendix Table A5, we impute total health charges and �nd that the

changes in charges over time equal 37%, within the 95% con�dence interval of the MEPS estimate.

F Structural model details

We provide additional detail of the derivation of the dynamic empirical model we outline in Section 4.

F.1 First Order Conditions

To recover our parameters of interest, we �rst need to �nd the optimal share of annual spending that a

household conducts in periods 1 and 2 as a function of plan characteristics and the household's cost of

re-timing expenditures. We can do so by �nding the �rst order conditions of the value functions in period 1

with respect to f 1 and in period 2 with respect to f 2.

We begin with period 2, using the value function for continuing coverage under planj , denoted V2j in

Equation 6. We take the �rst order condition with respect to f 2, yielding:

 3j
@v30

@f2
+ (1 �  3j )

@v3j

@f2
= 0

where:

@v30

@f2
= � �H� 3 [2 (f 2 � 1=3) � 2 (1 � f 1 � f 2 � 1=3)] + � 3H (1 � � j )

@v3j

@f2
= � �H� 3 [2 (f 2 � 1=3) � 2 (1 � f 1 � f 2 � 1=3)]

Simplifying, we �nd:

� � [2 (f 2 � 1=3) � 2 (1 � f 1 � f 2 � 1=3)] +  3 (1 � � j ) = 0 (15)

For period 1, we equivalently take the �rst order condition of the value function for period 1, in Equation

8:

 2j
@v20

@f1
+ (1 �  2j )

@v2j

@f1
= 0

where:
@v20

@f1
= � �H� 3

�
2 (f 1 � 1=3) � 2

�
1 � f 1

2
� 1=3

��
+ � 3H (1 � � j ) = 0
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and:

@v2j

@f1
=

@
@f1

log [exp (v30 (f 1)) + exp ( v3j (f 1))]

=  3
@v30

@f1
+ (1 �  3)

@v3j

@f1

with:

@v30

@f1
= � �H� 3 [2 (f 1 � 1=3) � 2 (1 � f 1 � f 2 � 1=3)] + � 3H (1 � � j )

@v3j

@f1
= � �H� 3 [2 (f 1 � 1=3) � 2 (1 � f 1 � f 2 � 1=3)]

Simplifying, we �nd:

 2j

�
� �

�
2 (f 1 � 1=3) � 2

�
1 � f 1

2
� 1=3

��
+ 1 � � j

�

+ (1 �  2j ) f� � [2 (f 1 � 1=3) � 2 (1 � f 1 � f 2 � 1=3)] +  3j (1 � � j )g = 0

(16)

Thus, from the �rst and second periods, we have two �rst order conditions that are a function only of the

parameter � and observed dropout shares, plan actuarial values, and the shares of health spending in periods

1 and 2, (f 1; f 2).

F.2 Steps to identify H

In this section, we provide more details to show how to use our model to estimate H by generating a prediction

of the probability of choosing each optionj in period 1.

To see this, we can use our model to write the value of choosing optionj in period 1:

v1ij = � 2 log
�

exp
�

v2ij

� 2

�
+ exp

�
v2i 0

� 2

��
:

Using our result from period 2, we also know that the probability of remaining enrolled in period 2 takes

the form:

1 �  2ij =
exp

�
v2 ij

� 2

�

exp
�

v2 i 0
� 2

�
+ exp

�
v2 ij

� 2

�

Taking the log of both sides, we �nd:

log (1 �  2ij ) = v2ij =� 2 � log
�

exp
�

v2ij

� 2

�
+ exp

�
v2i 0

� 2

��

Multiplying both sides by � 2 and recognizing the last term on the right asv1ij , we �nd:

v1ij = v2ij � � 2 log (1 �  2ij ) :

We can use the same approach to translate the log-sum expression forv2ij , the period 2 value of choicej ,

into a form that looks similar but involves period 3 variables:

v2ij = log (exp ( v3ij ) + exp ( v3i 0))

= v3ij � log (1 �  3ij ) :
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Substituting this expression for v2ij into v1ij and letting � 2 = 1=� 2, we �nd:

v1ij = v3ij � 1=� 2 log (1 �  2ij ) � log (1 �  3ij )

= � 1j + � 2j + � 3j � � 3H

"

�
3X

t =1

(f t � 1=3)2 + � ij

#

� 3� 3Pij � � 2 log (1 �  2ij ) � log (1 �  3ij ) :

When a household chooses to be uninsured, its value equals:

v10 = � � 3H + (1 =� 2 + 1) E [" ]

After re-writing, we can estimate the following conditional logit:

 1ij =
exp

�
� 1X ij + ~� 1j

�

exp (� 1X i 0) +
P

j 0 exp
�
� 1X ij + ~� 1j

�

where:

X ij = � � 3H

"

�
3X

t =1

(f t � 1=3)2 + � ij

#

� 3� 3Pij � 1=� 2 log (1 �  2ij ) � log (1 �  3ij )

X i 0 = � � 3H + (1 =� 2 + 1) E [" ]

~� 1j = � 1(� 1j + � 2j + � 3j )

We recover H using this logit speci�cation, given estimates of (� 3; � 2; � ) and data on premiums, actuarial

value, and the dropout shares in periods 2 and 3. In particular, we interpret the coe�cient on the dropout

penalty element as� 1� 3H , and use parameters from earlier steps to back out the value ofH alone.

F.3 Interpreting �

In the three-period model, householdi has annual healthcare needsH i and chooses a vector of healthcare-

consumption shares

f i = ( f i 1; f i 2; f i 3);
3X

t =1

f it = 1 :

The symmetric benchmark is equal healthcare consumption across the three periods:

f it =
1
3

for all t:

The per-period cost of moving healthcare consumption away from this benchmark is modeled as

� i H i

�
f it �

1
3

� 2

:

Thus the annual re-timing cost is

Cretime
i = � i H i

3X

t =1

�
f it �

1
3

� 2

: (17)

Because the model is written in money-metric utility, Cretime
i is measured in dollars. The parameter� i is

dimensionless: it converts the dispersion of healthcare timing, measured in squared shares, into a cost as a

fraction of annual healthcare needs.
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Several simple allocations give intuitive benchmarks for interpreting� . If healthcare is spread evenly across

the year,

f =
�

1
3

;
1
3

;
1
3

�
;

then

Cretime = 0 :

There is no re-timing cost because the household is exactly at the benchmark allocation. If healthcare is

concentrated equally in the �rst two periods,

f =
�

1
2

;
1
2

; 0
�

;

then
3X

t =1

�
f t �

1
3

� 2

=
1
6

;

so

Cretime =
1
6

�H: (18)

Thus, concentrating all annual healthcare consumption into two of the three periods costs one-sixth of�H .

If all healthcare is shifted into the �rst period,

f = (1 ; 0; 0);

then
3X

t =1

�
f t �

1
3

� 2

=
2
3

;

so

Cretime =
2
3

�H: (19)

This is a particularly transparent benchmark: a household with annual healthcare needsH would incur a

re-timing cost equal to (2=3)�H if it compressed all annual healthcare consumption into the �rst period. We

can divide by H to report the cost of re-timing as a share of annual spending:

Cretime

H
=

2
3

�: (20)

In the empirical results, we estimate b� d for each demographic groupd. If we compute 2
3 b� d, we can �nd the

cost for each demographic group of fully front-loading spending to period 1 as a share of that group's average

annual healthcare needsbHd.

F.4 Bootstrap procedure to compute standard errors on model parameters

We report standard errors for structural parameters via a strati�ed bootstrap that resamples the Covered

California enrollment data and outside option data. For each draw, we complete the two-step estimation

procedure described in Section 5.4. The bootstrap draw is formed by stacking three components, each

handled di�erently.
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Main insured enrollees. The unit of resampling for the on-exchange sample is a within-region premium

percentile cell. For each of California's rating regions, we rank enrolled households by their net subsidized

premium and assign each to one of 2,000 equally-sized percentile bins. A bootstrap draw then resamples,

with replacement, 2,000 cells within each region. A household whose cell is drawnk times appearsk times;

a household whose cell is not drawn is excluded. This strati�ed design preserves the number of insured

observations per region, while generating a resampled premium distribution.

Small carriers. Small, geographically limited carriers are appended to every bootstrap sample without

resampling because there are too few observations to support the premium-percentile resampling. Those

small plans account for only 0.8% of enrollees.

Outside-option households. We resample uninsured households at the household level. Within each

region, households are drawn with replacement with probabilities proportional to their ACS survey weight,

maintaining the original regional count. We keep the total outside-option weight �xed, preserving the relative

size of the insured and uninsured populations within each region.

Each bootstrap iteration proceeds through the full estimation pipeline, generating estimates for� and

� t .

G Counterfactual algorithm details

In this appendix section, we provide more detail on the algorithm we use to compute our counterfactual

equilibrium. The approach follows the equilibrium concept from Azevedo and Gottlieb (2017) for a compet-

itive insurance market, as applied previously in the individual insurance market (Dickstein et al., 2024). We

adjust the algorithm for the speci�c regulatory environment in California.

We begin by collecting the parameters from our model estimation. From our three-stage routine, which relies

on household plan choices, dropout shares by plan and household demographic, and the observed pattern

of household health care spending over distinct periods of the year, we collect the following parameters in

� :

� =

0

B
B
B
B
B
B
B
B
B
B
B
B
B
B
@

�

� 1

� 2

� 3

� 1j 8j 2 J

� 2j 8j 2 J

� 3j 8j 2 J

H

1

C
C
C
C
C
C
C
C
C
C
C
C
C
C
A

In the equilibrium search, our goal is to �nd pjr , the plan-region baseline premium the insurer sets in 2015

to equate revenue and costs in equilibrium for all plans and regions, accounting for possible government

transfers. We can translate the normalized baseline premium to (a) gross premiums for household i,pijr ,

and (b) net (subsidized) premiums for household i,ps
ijr .

First, we use regulated age-rating factors in e�ect in California in our sample period to convert baseline

premiums to household-speci�c premiums. We label these factors
 k;i for household memberk in household

17



i :

pijr = pjr

K iX

k2 i


 k;i

Second, We simplify the premium subsidy formula for the purpose of searching for counterfactual premiums.

In the true formula, premium subsidies for individual market households depend both on household income

relative to regulated thresholds and the premium for the second cheapest silver plan o�ered in a market and

year. To simplify our equilibrium search while still capturing the key features of premium subsidies, we �x

subsidy levels before the equilibrium search algorithm. We also account for the minimum premium charged

in California, which equals $1 per household member:21

ps
ijr = maxf pijr � subsir ; K i g

G.1 Baseline mark-up or government transfer share

Before 2017, insurers received federal reimbursements for cost-sharing reductions (CSRs) provided to low-

income enrollees who purchased silver plans. In October 2017, these reimbursements were discontinued, and

insurers became responsible for �nancing the CSRs.

Our counterfactual analysis studies this post-reimbursement environment while holding �xed the pre-2017

relationship between premium revenue and total covered medical costs. Speci�cally, in the no-reimbursement

scenario, we select the equilibrium that preserves the pre-2017 ratio of premium revenue to expected covered

costs.

We start by using the model estimates and data to compute the total premium revenues each carrier receives

for plans it o�ers in the observed data. The premium payment for a household depends on the underlying

premium the carrier sets for the plan, multiplied by the household's rating factor. The rating factor varies

with the age of each household member, including up to three dependents under age 18:


 i =
K iX

k2 i


 k;i

where K i includes all household members over 18 and only the three oldest household members under 18.

To compute the premium revenues to the carrier, we omit any subsidies, since the carrier collects the full

gross premium, including the household's net payment and the government's subsidy payment. We de�ne

the total premium revenue for plan j in region r as

Rjr = pjr

N jrX

i 2 N jr

� 1ij 
 i gij

where � 1ij is householdi 's probability of choosing plan j , pijr is the household's monthly premium for plan

j , and gi j is the expected number of months enrolled given plani is chosen. We de�ne the number of

enrollee-months asM jr =
P

i � 1ij 
 i gij .

We also compute the total implied costs the carrier incurs for the household spending amongst enrollees.

21 Outside of our sample period, on January 1, 2022, the minimum premium fell to $0. California legislation AB
133 created a �California Premium Credit,� allowing the state to subsidize the remaining $1 per member per month
premium for the most subsidized households.
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This includes only the actuarial value or fraction of the plan’s health spending, αj , that the insurer pays;
the remaining costs are the household’s responsibility. We label αbasej the baseline actuarial value that does
not include cost-sharing subsidies for low-income households. Total insurer costs for plan j are

Cjr =
Njr∑
i∈Njr

φ1ijα
base
j

[
h1
iφ2ij + (h1

i + h2
i )(1− φ2ij)φ3ij +Hi(1− φ2ij)(1− φ3ij)

]
where hti is the health expenditures of the household i in period t and Hi is the total annual expendi-
ture.

The adjustment factor ϕj is the pre-2017 risk-adjusted per-unit-month gap between costs and premium
revenue in the baseline:

ϕj = Cjr −Rjr
Mjr

Values of ϕj > 0 indicate that costs exceed premium revenue, which we interpret as plans breaking even only
after accounting for additional government transfers (e.g., risk adjustment, reinsurance, and risk corridors).
Values of ϕj < 0 indicate positive markups.

In counterfactual simulations, we hold ϕj fixed at its baseline value. In the equilibrium, the following
equation should hold:

pcfjr =
Ccfjr

M cf
jr

− ϕj

This pricing rule is iterated until convergence: at each step, choice probabilities, enrollment, and costs
are recomputed given the updated premiums, and the base price is adjusted until the change falls below
a tolerance. We also replace αbasej with αij , the actuarial value including cost-sharing subsidies, for silver
plans. This assumes that insurers maintain the pre-2017 per-unit cost–revenue gap after the elimination of
CSR reimbursements.

G.2 Steps in the equilibrium search

With these components, our algorithm proceeds as follows:

1. Compute the lth guess at the household’s (potentially) subsidized premium, ps,lijr. Using the baseline
premium for plan j, pljr, we know plijr = pljr

∑Ki

k∈i γk,i. When there is no dropout penalty, ps,lijr =
max{plijr − subslir,Ki}; when the dropout penalty is applied, we rebate the penalty revenue as a
per-person subsidy to the premium and set ps,lijr = max{plijr − subslir − rebatelr · Ki,Ki}. At each
iteration we update the household’s premium subsidy by the change in the second-lowest-cost silver
base premium relative to the baseline,

subslir = max{subs0
ir +

(
plSLCSPr − p0

SLCSPr

)
, 0},

as a linear approximation to the statutory ACA subsidy formula that is exact whenever the household’s
subsidy is interior. We similarly update the dropout penalty ml

it to reflect the new benchmark (see
Step 4). We compute this premium for every plan j and every household i, since in the counterfactual
households will choose all plans with some probability, ψi1j .

2. Compute each household’s value functions for plan j for periods 1, 2, and 3 given the dropout penalty
(m1,m2) and ps,lijr. We add mt to the household’s period-specific value functions, as described in
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Section 5.3. Specifically, we add m2 to V30 and m1 to V20. Unlike a mandate penalty, if the household
chooses never to enroll in insurance, it never faces a penalty. That is, there is no penalty added to
V10.

3. With the penalty in the model, we allow the households to choose optimally three elements: (a) the
fraction of spending to consume in each time period, (f1, f2, 1− f1 − f2); (b) enrollment in each time
period; and (c) its preferred plan, including the choice to remain uninsured throughout the plan year.
For each household i, we save the plan choice probabilities, ψi1j , and the probabilities of exit in periods
2 and 3, ψi2j and ψi3j , respectively.

4. Given the choice probabilities (ψi1j) and the dropout probabilities (ψi2j and ψi3j), we calculate the
total penalty revenue. The penalty for dropping out after period 2 is

ml
2,i = τ ·max{plSLCSPr

Ki∑
k∈i

γk,i − subslir, 0},

which equals τ times one period of the subsidized premium for the second-lowest-cost silver plan.
The scalar τ ∈ [0, 1] is the policy parameter we vary across counterfactuals; τ = 0 reproduces the
no-penalty baseline, and τ = 1 sets the per-period penalty equal to the household’s full subsidized
benchmark silver premium. The penalty for dropping out after period 1 is twice the period-2 amount,
ml

1,i = 2ml
2,i, since the household will spend two periods uncovered rather than one. We calculate

the total expected penalty revenue as

PenaltyRevenuel =
∑
i

∑
j

ψi1j
[
ml

1,i ψi2j +ml
2,i (1− ψi2j)ψi3j

]
In counterfactuals that restrict the penalty to high-income households, we applyml

t,i only to households
whose income exceeds the high-income threshold and set ml

t,i = 0 otherwise.

5. We redistribute all of this revenue as additional premium subsidies proportionate to household size
and independent from other household characteristics (as described in Step 1). A natural starting
point would be to compute the per-person rebate

rebatelr = PenaltyRevenuel∑
i

∑
j Ki ψi1j gij

where
gij = 4ψi2j + 8(1− ψi2j)ψi3j + 12(1− ψi2j)(1− ψi3j)

is the expected number of months household i enrolls if choosing plan j. However, this simple division
does not work because subsidized premiums are bounded below by the household size floor Ki. If
plijr − subslir − rebatelr · Ki < Ki, the household cannot absorb the full rebate, and some penalty
revenue would remain undistributed. We therefore solve for rebatelr via bisection, choosing the value
that equates total rebates actually paid out (after clipping each household’s net premium at the floor)
to total penalty revenue collected. This rebate fixed point is nested inside the outer base-premium
fixed point, so the rebate and the base premium are determined jointly at the equilibrium.

6. We then compute the insurer’s total expected covered cost in each plan. For household i, the expected
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insurer-paid spending under plan j is

E[costij ] = α∗ij Hi

[
ψi2j f1 + (1− ψi2j)ψi3j (f1 + f2) + (1− ψi2j)(1− ψi3j)

]
where α∗ij = αbasej in the pre-2017 regime and α∗ij = αij for CSR-eligible silver enrollees in the post-2017
regime. Total cost for plan j in region r at iteration l is

Cljr =
N∑
i

ψi1j E[costij ]

7. We then update the base premium for each plan using the additive break-even rule from the “Baseline
mark-up” subsection above. We pro-rate each household’s rating factor by its expected fraction of the
year enrolled in plan j, and compute the rating-factor-weighted member-months

M l
jr =

N∑
i

ψi1j
gij
12

Ki∑
k∈i

γk,i

where gij is defined as in Step 5 (note that gij is plan-specific). Holding fixed the baseline per-
member-month wedge ϕj , the new equilibrium “baseline” monthly premium for plan j at iteration
l + 1 is

pl+1
jr =

Cljr
M l
jr

− ϕj

To stabilize the fixed point under the post-2017 regime, we apply a damping factor κ ∈ (0, 1] when
updating the base premium, pl+1

jr ← pljr + κ (pl+1
jr − pljr), with κ = 0.5 in the post-2017 regime and

κ = 1 in the pre-2017 regime.

8. We test for convergence by comparing the plan-specific base premium vector pl+1
jr from the (l + 1)st

iteration against the lth iteration across all plans, using the sup-norm criterion

max
(j,r)

∣∣pl+1
jr − p

l
jr

∣∣ < 10−6.

If this criterion is satisfied, we stop the search and define the equilibrium price vector peql of length
J , with peqljr = pl+1

jr . Otherwise, we return to Step 1 with pl+1
jr in place of pljr. We cap the search at

2000 outer iterations.

H Additional drug consumption analyses

In addition to the analyses of consumption using health transactions and health spending in Section 3, we
conduct similar analyses using drug transactions and drug spending. We separate out the drug analysis
because, as discussed in Appendix Section E, our drug measure contains all pharmacy spending, including
non-prescription purchases.

Our results appear consistent with the findings on general health spending. In Appendix Table A7, we
replicate our event study analysis to explore how monthly drug spending changes at sign-up and dropout
relative to the period of coverage. Our results are noisier due to measurement error in our drug spending
variable. However, the changes in drug spending match the pattern in the health category shown in Table
2 in the main text. In particular, we observe an increase in spending upon sign-up in the post-ACA period,
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followed by a decrease upon dropout. The magnitude and significance of the changes are greatest for the
lowest income groups.
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I Appendix figures and tables

Figure A1: Word Clouds for Machine Learning Predictions, Health and Drug
Spending

(a) Health Transactions (b) Drugs Transactions

(d) Other Transactions

Notes: This figure reports the top 100 words classified by our machine learning algorithm as health spending,
drug spending, or other types of spending. The font size indicates the frequency with which the word appears
in the transactions data.
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Figure A2: Geographic Distribution of Financial Account Members in California

Notes: This map illustrates the geographic distribution of households in our transaction data relative to
the number of households in the 2011-2015 NHGIS data. Specifically, for each county, we count the number
of unique households in our data, divide by the corresponding number in NHGIS, and then multiply by
100 to obtain percentages. To be included in our sample, each household must have a “modal county” in
California in every year that we observe it (See Appendix A for details on sample construction). Given
our restrictions, we have 799,851 households in California from 2011-2015, which accounts for about 7.0%
percent of the actual number in ACS. The bank customers we observe are not randomly distributed in the
state; as shown in the figure, counties in the Bay Area such as Alameda, Santa Clara, and San Francisco
counties, are over-represented in our sample. We observe roughly 10% of the population in the Bay Area.
By contrast, in many rural counties, our sample represents less than 3% of the total population. To account
for this sampling in most of our analyses, we use the inverse of these geographic shares as a weight.
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Figure A3: Six Month dropout Rate Validation: Full Sample vs Households with an
Unlinked Credit Card

Notes: This chart compares our measure of dropout among our entire transaction sample vs. among
households who do not have an unlinked credit card. We define households as having an unlinked credit
card as follows: Using the bank account data, we observe the total amount the household spends paying off
credit card balances, regardless of whether the credit card is linked in our dataset. We then compare these
overall payments to those payments used to pay off balances on linked credit cards. If the payments to the
linked credit cards are less than 85% of the total credit card spending out of the bank account, we consider
this household to have an un-linked card.
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Figure A4: Medicaid Eligibility Probability by Pre-ACA Income Category

Notes: This figure shows the probability of medicaid eligibility among households by income group. We assign income groups using pre-ACA annual
post-tax income from 2013. The x-axis contains the months surrounding the coverage period under individual health insurance; all months of coverage
are collapsed in the event month 0. The solid line represents the average probability among individual households in the income bin. The shaded
areas represent the 95% confidence interval around this average at each month in the event study. The figures contain all households that (i) sign up
for individual insurance coverage under the ACA, including both open enrollees and off-cycle enrollees for 2014 and open enrollees for 2015; (ii) have
at least 10 months of data before sign-up and after dropout; and (iii) subsequently drop coverage less than 9 months after initial sign-ups excluding
dropouts in November/December; and (iv) make premium payments for at least two months. All regressions use county weight to account for sampling
differences across counties and absorb individual fixed effects.
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Figure A5: Detailed Income and Expenditure Dynamics around Sign-up and dropout by Dropout Status

Health Spending

(a) Dropout: Pre Sign-up
vs. Enrollment

(b) Dropout: Enrollment
vs. Post dropout

Income

(c) Dropout: Pre Sign-up
vs. Enrollment

(d) Dropout: Enrollment
vs. Post dropout

Other Spending

(e) Dropout: Pre Sign-up
vs. Enrollment

(f) Dropout: Enrollment
vs. Post dropout

Netflix/Hulu

(g) Dropout: Pre Sign-up
vs. Enrollment

(h) Dropout: Enrollment
vs. Post dropout
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